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Mesh Denoising Guided by Patch Normal
Co-filtering via Kernel Low-rank Recovery
Mingqiang Wei, Jin Huang, Xingyu Xie, Ligang Liu, Jun Wang and Jing Qin
Abstract—Mesh denoising is a classical, yet not well-solved problem in digital geometry processing. The challenge arises from noise
removal with the minimal disturbance of surface intrinsic properties (e.g., sharp features and shallow details). We propose a new patch
normal co-filter (PcFilter) for mesh denoising. It is inspired by the geometry statistics which show that surface patches with similar
intrinsic properties exist on the underlying surface of a noisy mesh. We model the PcFilter as a low-rank matrix recovery problem of
similar-patch collaboration, aiming at removing different levels of noise, yet preserving various surface features. We generalize our
model to pursue the low-rank matrix recovery in the kernel space for handling the nonlinear structure contained in the data. By making
use of the block coordinate descent minimization and the specifics of a proximal based coordinate descent method, we optimize the
nonlinear and nonconvex objective function efficiently. The detailed quantitative and qualitative results on synthetic and real data show
that the PcFilter competes favorably with the state-of-the-art methods in surface accuracy and noise-robustness.
Index Terms—Mesh denoising, Patch normal co-filtering, Kernel low-rank recovery, Self-similarity
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I NTRODUCTION

3D sensing and scanning techniques have become widely used
to capture the digital surfaces of physical objects. These nearlyWYSIWYG techniques facilitate a variety of applications, such as
3D printing [1], virtual clothes try-on [2], indoor/outdoor scene
modeling for navigation [3][4], digital dental restoration [5], and
endovascular intervention [6]. However, noise inevitably creeps
in during both the capture and 3D reconstruction procedures [7],
which significantly hinders subsequent geometry processing tasks.
It is, therefore, indispensable to remove noise on raw models,
which is referred to as mesh denoising.
Mesh denoising seeks to remove noise, while preserving a
surface’s intrinsic properties as accurately as possible [8]. This
is slightly different from mesh smoothing/fairing [9][10] and
geometric texture removal [11][12]. The challenging nature of
mesh denoising is that evolving a noisy mesh to its unknown noisefree counterpart is an ill-posed problem. Nevertheless, the practical
two-step scheme [13] is commonly adopted for mesh denoising,
which first estimates noise-free facet normals and then adjusts
vertex positions to match the denoised normals. This is based
on the differential geometry that the normal variation is more
sensitive than the vertex position variation to reflect the surface
variation [14]. Nevertheless, normals are only well-defined when
the surface local smoothness is assumed [15]. Only a noisy and
local patch employed for normal estimation is unreliable, which
exhibits several types of artifacts in denoising results [16].
The techniques of mesh denoising have been advancing
synchronously with that of image denoising. For example, the
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lateral filters [16][21][22][23] from [24], the L1 /L0 minimization
methods [25][26] from [27], and the guided filter [28] from [29].
Recently, nonlocal similarity has been extensively studied
in signal and image processing literature, such as optical flow
estimation [30], texture removal [31], inpainting [32], restoration
[33], and denoising [34][35]. It assumes that similar patches exist
on an image. If these similar patches are reshaped as vectors, they
are highly linearly correlated. Thus, a patch matrix constructed by
adding these patch-vectors is low-rank. While nonlocal similarity
has demonstrated superiority over locality closeness in the 2D
domain, there is little work on nonlocal similarity of 3D surfaces
[36][37][38]. This is despite the fact that 3D scanners and depth
cameras greatly simplify the geometric modeling process, and 3D
surfaces have become ever more widespread. It is due to the nontrivial task of adapting these algorithms from 2D regular grids to
3D irregular surfaces:
•
•

•

Irregular connectivities and samplings of 3D surfaces.
To guarantee the reshaped vector to be linearly correlated
with each one, what is fed into a 3D patch?
How to recover the low rank from a noisy matrix effectively?

This paper proposes a new patch normal co-filter or simply
PcFilter for mesh denoising, which solves the aforementioned
problems. Our method is built on the geometry statistics which
show that the surface patches with the similar intrinsic properties
exist on the underlying surface of a noisy mesh. We first collect the
similar patches by robust normal tensor voting [40], and align normals of each patch to make them invariant to rigid transformation
(translation and rotation). We then reshape the aligned normals of
each patch as a patch-vector and use them to construct a patch
matrix. We further pursue low-rank matrix recovery in the kernel
space for handling the nonlinear structure contained in the data by
making use of the half quadratic minimization and the specifics
of a proximal based coordinate descent method. We optimize the
nonlinear and nonconvex objective function efficiently, and finally
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Fig. 1. Comparison of denoising approaches on the LionHead mesh added by high impulsive noise (σE = 0.7). By using the patch-collaborative
strategy, our filter behaves well on the high-level noise and preserves surface features better. From the left column to the right: The ground truth;
the noisy mesh; the denoised results of Fleishman et al.’s bilateral filter (vertex-based) [21] with parameters (n = 50), Sun et al.’s unilateral filter
[8] (T√= 0.4, n1 = 30, n2 = 20), Zheng et al.’s bilateral filter (normal-based) [23] (σs = 0.35, n1 = 20, n2 = 20), He et al.’s L0 minimization [26]
(µ = 2, α = 0.1γ, λ = 0.02ℓ2e γ), Zhang et al.’s guided normal filter [39] (σr = 0.35, n1 = 20, n2 = 20), Wang et al.’s cascaded normal regression
[7], and ours (σS = 0.3, n1 = 10, n2 = 20). The top row shows the surface geometry, and the bottom row shows the corresponding mean curvature
visualization.

obtain a guidance normal from each recovered matrix which is
delivered to the bilateral normal filter [23] for mesh denoising.
Our PcFilter is direct, practical, and easy to understand.
Comparisons with the existing methods have demonstrated the
PcFilter’s outstanding performance in surface accuracy and noiserobustness (see Fig. 1 for a reference). Our main contributions are
two-fold:
• We develop a novel patch normal co-filtering method from
the nonlocal similarity prior. The facet normals of each patch
group are synergistically filtered for dealing with different levels
(especially high levels) of noise and preserving various surface
features.
• We formulate low-rank matrix recovery in the kernel space, and
solve it by using the half quadratic minimization and the specifics
of a proximal based coordinate descent method. This returns a
guidance normal serving bilateral normal filtering.
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R ELATED WORK

3D models obtained from scanners and geometric modeling tools
possess different characteristics in geometry and sampling. For
example, some of them are piecewise smooth at sharp edges
(e.g., CAD surfaces), some have no obvious boundaries but do
have abundant details (e.g., human face surfaces), while some are
blending surfaces (e.g., curved bas-reliefs). Some are uniformly
sampled, while the others are irregularly sampled. They are also
corrupted by different types and/or levels of noise. Few denoising
techniques have been effective for all noisy surface meshes.
The state-of-the-art methods of mesh denoising are either
isotropic or anisotropic. Isotropic methods are independent to
surface geometry, such as the early methods presented in
[41][42][43][44], which remove noise and high frequency features simultaneously. To remove noise while preserving surface
features, anisotropic methods are commonly adopted. The early
anisotropic methods [45][17][46][18][19][47][48][49] are based
on anisotropic geometric diffusion, which are inspired by scale
space and anisotropic diffusion in image processing [20]. A variety
of new denoising-related methods have been proposed in recent
years. In the remainder of this section, we review them by roughly
dividing them into several types (which are not quite distinct from
each other).

Two-Step Scheme and Variants: This scheme filters each
facet normal by weightedly averaging its neighboring normals
first, and then adjusts vertex positions to agree with the new
normals, like Taubin’s λ|µ method [13], Ohtake et al.’s [50],
Yagou et al.’s [51][52], Shen and Barner’s [53], and Sun et
al.’s [8][54] methods, which are based on the normal similarity,
and like Lee et al.’s [55] and Zheng et al.’s [23] methods, which
consider an additional spatial similarity. These approaches are
efficient and simple to implement. However, it is difficult for them
to eliminate the inter-influence of different geometric structures
during normal filtering [28].
Recent work tends to add one or more steps on the two-step
scheme, like feature detection and/or subneighborhood searching [15][56][40][16][57][58][59], and guidance normal estimation
[28]. Such efforts make these variants preserve surface features at
various scales better. However, the proposition that employs normals and curvatures to assist the identification of features has been
described as a “chicken and egg” problem, since these geometric
attributes are only well-defined on noise-free and smooth surfaces.
They usually make a compromise between noise removal and
shallow details preservation. In addition, the consistent subneighborhood [40] searched by these methods is solely a single patch.
We have shown that collaborating two or more similar patches
can handle noise more robustly and improve surface accuracy for
mesh denoising.
Bilateral Filter: Vertex-based bilateral filters denoise meshes
by adjusting vertex positions directly, like the classical methods
proposed by Fleishman et al. [21] and Jones et al. [22].
Instead, normal-based methods apply the bilateral filter on the
facet normals by defining normal similarity functions like the
methods of Lee et al. [55], Zheng et al. [23], and Solomon et
al. [60].
The bilateral filter is also the kernel of many multi-step
normal-based methods [15][56][40][16][28][7]. For example, Zhu
et al. [40] divide mesh facets into four types (plane, shallow
edge, sharp edge, and corner) on the noisy input and apply
the bilateral filter to obtain a coarse normal field independently.
Based on the facet division and the coarse normal field, they
cluster the whole neighborhood of each feature facet into a prefixed number of isotropic subneighborhoods via local spectral
clustering. Finally, the bilateral filter is applied again but on the
isotropic subneighborhoods for refining the normal field. Differ-
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ently, the guided mesh normal filtering (GNF) [28] gives the set
of subneighborhoods in advance (it involves no any clustering
procedure) and uses normal variations to formulate the relative
total variation (RTV) for measuring the local surface flatness
of the subneighborhoods. However, both the single patch-based
methods can only provide reliable surface structure information to
control the filtering process. By contrast, we follow a patch group
based denoising framework for removing high levels of noise and
more reliably preserving surface genuine information (i.e., both
geometric structures and details).
Learning-based Method: Wang et al. [7] model non-linear
regression functions by mapping the filtered facet normal descriptor (FDN) extracted from the neighborhood of a noisy mesh
facet to the noise-free mesh facet normal, and use the modeled
functions to compute new facet normals. Due to the fact that there
are different levels of noise to be removed, multiple iterations of
mesh denoising are required, which forms the cascaded normal
regression (CNR).
Sparse Optimization: Based on the observation that sharp
features may be sparse on 3D models, several sparse optimization
based methods have been proposed for mesh denoising. For
example, He et al. [26] employ an L0 norm to minimize curvatures
of a surface, except with sharp features. Wang et al. [25] and Wu et
al. [61] perform L1 optimization to recover sharp features. Zhang
et al. [39] combine total variation and piecewise constant function
space for variational mesh denoising. Proper estimations of the
differential geometric properties are generally essential for these
methods.
Surface Reconstruction from Noisy Data: Surface reconstruction from noisy data is highly related to mesh denoising, since
they all need to preserve surface features. Due to the fact that 3D
models usually contain complex structures which comprise higherorder surfaces, several structure detection techniques have been
proposed to estimate surface normals based on robust statistics
[62][63][64][65] for feature-preserving surface reconstruction.
Nonlocal Similarity and Low-Rank Matrix Recovery: Selfsimilarities of objects and elements therein are a key ingredient
of fractals in nature. Nonlocal similarity, that is inspired by selfsimilarity, has demonstrated its effectiveness in image processing
[30][31][32][33][34][35]. They find that similar patches exist on
an image, which can be collaborated for handling high-level
artifacts in images.
Nonlocal similarity is also indicated as an effective prior for
coping with real-world 3D data, because these data exhibit similar
contents in different locations. Efforts of nonlocal similarity on
3D surfaces have been made and lead to several successful noise
reduction, such as surface restoration [66], urban modeling [36],
and mesh denoising [38]. Rosman et al. [37] first construct a patch
group by using a set of similar patches for each local patch, and
then remove noise in two stages: Stage I fights against shrinkage
using the eigen-functions of the Laplace-Beltrami operator of
the patch group, followed by stage II that uses Wiener filtering
to remove noise based on the denoised estimation from stage
I. Different from these methods, we model noise removal by
similar-patch collaboration as a low-rank matric recovery problem.
Usually, the contents of similar patches can be reshaped as vectors.
A patch matrix constructed by adding these patch-vectors is lowrank, since the columns are highly linearly correlated.
Once the patch matrix is constructed, we intend to recover
its low rank. Under some mild assumptions on the uncorrupted
points, the low-rank recovery model (RPCA) in [67] can precisely
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Fig. 2. Algorithm overview: From a noisy input, we first group similar
patches for each facet and construct a set of patch matrices; we then
pursue the low-rank matrix recovery; we further obtain a guidance normal from each recovered matrix, where the three steps form our PcFilter;
followed by performing guidance normal filtering (or simply GNF) and
vertex update for mesh denoising.

find the underlying uncorrupted patch matrix, and identify the
corrupted points. However, the RPCA replies on a phenomenon
called blessing of dimensionality [68], and thus it may fail to
cope with the data of super low ambient dimension. Recent work
[69][70] investigate the low-rank recovery in the kernel space
for dealing with super low dimensional data. Although they can
separate the observation into multiple subspaces according to the
geometrical structures of data in the kernel space, these models
focus on obtaining the affinity matrix which is used for clustering.
In contrast, besides providing the affinity, our method recovers
the data with the implicit low-rank structure in the original space,
while the other kernel low-rank based methods cannot.
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OVERVIEW

We use both nonlocal similarity and low-rank matrix recovery
to estimate a set of reliable surface guidance normals, which
forms our PcFilter for preserving surface features when noise
is intensive. These guidance normals are then integrated into the
kernels of a bilateral normal filter. At the top level, we iteratively
perform the following steps, as shown in Fig. 2.
(1) PcFilter:
Nonlocal patch matrix construction. For each reference
facet, we collect a set of facets with the most similar local
surface properties from the whole mesh, and construct a local
patch for each of these facets. These patches are then aligned
to eliminate rotation ambiguity, and reshaped as patch-vectors
by concatenating normals in each patch sequentially. Finally, a
series of patch matrices are constructed by grouping similar patchvectors.
Kernel low-rank recovery. We decompose each patch matrix
into low-rank components and sparse components. Due to the lowdimension non-linear manifold of the patch matrix, we solve the
optimization problem by using kernel robust principal component
analysis.
Guidance normal. We recover the facet normal by aggregating recovered patches using a median filter.
(2) Mesh denoising:
Guidance normal filtering (GNF) and vertex update. The
guidance normals serve as better geometry signals in the filtering,
making it robust to high-level noise, followed by a vertex update
scheme to match the finally filtered normals.
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4.1

PATCH N ORMAL C O - FILTERING
Nonlocal Patch Matrix Construction

For general triangular meshes, the discrete mean curvature of a
vertex is solely related to its 1-ring neighboring vertices. The
small perturbation happening to an isolated vertex where the local
geometry deformation takes place within its 1-ring neighboring
vertices is considered as both noise and small-scale features.
Whereas, if the perturbations of the vertex and its 1-ring neighboring vertices move along the same direction which lead to local
geometry deformation on its 2-ring neighboring vertices, they are
considered as medium-and large-scale features, because they have
local coherence and global contours. Therefore, to reflect the local
geometry properties of surfaces and to resist noise, the patch in 3D
meshes is defined as a central facet’s 1-ring or 2-ring neighboring
facets plus the central facet itself, as shown in Fig. 3. We employ
normal tensor voting [40] to test similarities among these patches,
and collect the facets’ normals from both the central patch and its
k most similar patches to construct the patch matrix.

Fig. 3. The patch associated with any facet (e.g., the red central facet)
consists of the central facet’s 1-ring (blue) or 2-ring (blue+green) neighboring facets plus the central facet itself.

The normal voting tensor for a mesh facet f is formulated as
the sum of weighted covariance matrices from its 1-ring or 2-ring
neighboring facets:
X
µi ni nTi ,
(1)
Tf =
fi ∈P (f )

where P (f ) denotes the facet f ’s associated patch, µi is a weight
defined by [71], and ni is the normal of fi . Tf is symmetric
positive semi-definite and can be decomposed as

Tf = λ1 e1 eT1 + λ2 e2 eT2 + λ3 e3 eT3 ,

(2)

where λ1 ≥ λ2 ≥ λ3 ≥ 0 are its eigen-values, and e1 , e2 , and
e3 are the corresponding unit eigen-vectors. We define a geometry
metric by the eigenvalues to measure the similarity among all the
patches:

ρi,j =k λ1,i − λ1,j k22 + k λ2,i − λ2,j k22 + k λ3,i − λ3,j k22 .
(3)
We can obtain a patch group for each central facet by using the
above metric. In order to accelerate the grouping procedure, the
kd-tree for spatial subdivision is used here.
Remarks 1. Current clustering techniques used for finding
similar patches typically rely on surface normal information directly. This is based on the fact that the normal information typically determines surface orientation and structure of 3D surfaces.
However, surface normals are first-order derivatives of surfaces,
they are sensitive to noise. This makes it hard to find similar
patches clearly in the first iterations. Unlike existing methods,
we adopt the results of facet normal tensor voting instead of

surface normals to test similarities among the candidate patches.
To demonstrate the effectiveness of Eq. 3, we add noise under nonuniform spectra on both the Armadillo model and the Gargoyle
model in Figs. 4 and 5. The denoised results with both the models’
multi-scale features preserved show that using the similar patches
by Eq. 3 is robust to noise under non-uniform spectra.

Fig. 4. Denoising the Armadillo model corrupted by the same-type but
different-level noise. From the left column to the right: The ground truth,
the noisy model with the left half part corrupted by 0.1 Gaussian noise
and the right half part by 0.25 Gaussian noise, and the denoised result.

Fig. 5. Denoising the Gargoyle model corrupted by the different-type
and -level noise. From the left column to the right: The one part is added
with 0.15 Gaussian noise, the corresponding denoised result, the other
part is added with 0.25 impulsive noise, and the corresponding denoised
result.

Patch size selection. The 1-ring or 2-ring neighboring facets
of a central facet plus itself are selected as a patch P, which can
be further denoted as P1r and P2r , respectively. For meshes with
high-level noise, P2r is more robust than P1r in distinguishing
sharp features, while P1r is more sensitive to shallow features.
However, using P2r in all iterations tends to smooth shallow features, and using P1r only possibly sharpens the original features.
Thus, we use P2r in the first iteration and P1r in the remaining
iterations for both removing noise and preserving features at
various scales. Fig. 6 shows that combining both P2r and P1r
is better than only using P2r or P1r .

Fig. 6. Combining both P2r (in the first iteration) and P1r (in the remaining iterations) is more effective in feature-preserving mesh denoising
than only using one of them. From the left column to the right: The
ground-truth fragment, the noisy fragment (random Gaussian noise of
σE = 0.35), the denoised results by using P2r only, P1r only, and both
of them, respectively. The average angular differences to the groundtruth are 30.43◦ (noisy), 4.76◦ (P2r ), 4.93◦ (P1r ), and 4.28◦ (both P2r
and P1r ).

Invariant to rigid transformation. Although the patch group
shares similar geometry structures (e.g., see the patches at around
the surface corners in Fig. 7), the normal orientation of each
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central facet is possibly inconsistent in 3D scenarios. Before
constructing a patch matrix, the normals in each patch should be
aligned to remove the rotation ambiguity. Similar to Wang et al.
[7], we first construct a rotation matrix R = [e1 , e2 , e3 ] using the
tensor’s eigenvectors in Eq. 2, and then multiply each normal with
R−1 .

Fig. 7. Similar patches are collected, but the normal orientation of each
central facet is inconsistent with each other. To make normals in these
similar patches invariant to rotation, we use the normal voting tensor to
align them.

Patch regularity. It is known that the patch on meshes is 3D
and irregular. It means that the patch is not a regular 2D window,
and the number of facets in each patch is commonly not equal to
each other. Inspired by the work presented by Maximo et al. [72],
we show how to solve the two problems in Fig. 8, 1) we construct
a tangent plane crossing the barycenter of the central facet; 2) we
bound the plane with a size of 2L × 2L or 2.5D% (L and D
are the averaged edge length of the input mesh and the diagonal
length of its bounding box respectively), and sample it regularly.
For P2r , the plane is sampled with a resolution of 8 × 8, while for
P1r , it is sampled with a resolution of 4 × 4; 3) the samples are
projected to P2r (or P1r ) for finding the most matching normal
in that patch: We compute the projection distance between the
considered sample and the plane associated with each facet in
the patch, and assign the normal of the facet with the smallest
projection distance to the considered sample.
Remarks 2. Our patch regularity is little sensitive to mesh
triangulation, since the sample is projected to all the planes of
the facets in the patch, and the plane with the smallest projection
distance is selected for normal assignment. Therefore, it can deal
with meshes with long thin triangles well. We can produce a
higher-fidelity denoised result than both the compared methods,
as shown in Fig. 9.

Fig. 9. Our scheme of patch construction relies little on high quality
of mesh triangulation. The top row shows the original geometry, the
corresponding flat lines, and the noisy model (0.2 Gaussian noise),
respectively. The bottom row shows the denoised results of Wang et
al. [7], He et al. [26], and ours, respectively.

Denote each target patch as Pt and its k most similar patches as
Pi (i = 1, . . . , k ). The normals in each patch P can be reshaped as
a column vector Pv = [n1 , n2 , · · · , ni ]T , where ni denotes any
facet normal in the patch P. We can construct a nonlocal patch
matrix for each target patch Pt as
X = [Pvt , Pv1 , Pv2 , · · · , Pvk ] .

(4)

Since the patches in a patch group share the most similar geometry
structures than the other patches, the constructed patch matrix X
should live in a low dimensional subspace. Fig. 10 shows the
procedure of how to construct the patch matrix X. To effectively
solve the low-rank recovery problem, especially the ultra low
dimension case, we propose a kernel-based low rank matrix
recovery method which is introduced in the next subsection.

Patch grouping

Patch vectors

Patch matrix

Fig. 10. After patch grouping, the normals in each patch are reshaped
as a column vector, and these patch vectors form a patch matrix.

4.2 Kernel Low-rank Recovery
4.2.1 Model
We formulate the following model to recover the ground-truth
patch matrix and choose the F -norm to measure noise in the
original space:

min rank(A) + λkX − Ak2F ,
A

Fig. 8. Patch regularity. Left: Sampling the bounding plane for P2r . Right:
Sampling the bounding plane for P1r . The arrow means the projection
from the sampled point to the original 3D patch.

(5)

where rank(·) is the rank of a matrix, λ is a parameter which
balances the noise measurement and the low-rankness. After
denoising, the patch matrix A should be low-rank because of
the similarity contained in the patches. Therefore, we minimize
the rank of the patch matrix. On the other hand, in order to keep
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the main geometric information in the recovered patch matrix and
prevent over-denoising, we should limit the value of the noise
term. For this reason, the noise measurement kX − Ak2F cannot
be too large. To this end, we merge the noise measurement and
the low-rankness together and optimize them simultaneously.
The optimization problem (5) is difficult to solve, due to the
discrete nature of the rank function. It is worth noting that the
problem (5) is actually NP-hard [73]. We thus adapt the tightest
convex approximation of the rank function to replace it, i.e., Eq.
(5) is converted into the following one:

min kAk∗ + λkX − Ak2F ,
A

(6)

where k · k∗ is the nuclear norm (sum of all singular values).
The nuclear norm is the maximum convex approximation of the
rank function. Considering that the underlying structure of the
patch matrix is non-linear, it is worth generalizing the model (6)
to handle the data which are sampled from a complex manifold
rather than some linear subspaces. Moreover, the model (6) replies
on a phenomenon called blessing of dimensionality [68], namely
the high dimensionality is the necessary condition for the success
of the linear low-rank based model. Hence, the model (6) may fail
to cope with the data of super low ambient dimension, which is
exactly our case here.
4.2.2

Kernelization and Relaxation

Let φ : Rd → H be a mapping from the input space to the
n
reproducing kernel Hilbert space H . We assume that, Φ(ai )i=1
resides in multiple linear subspaces in H . Namely, the non-linear
observation is considered to be linearly dependent in H . Let
K ∈ Rn×n be a positive semi-definite kernel Gram matrix, whose
elements are computed as


Kij = φ(A)T φ(A)
= φ(ai )T φ(aj ) = ker(ai , aj ),

Substituting (8) into (7), we convert (7) into

min kBk∗ + λkA − Xk2F ,
A,B

s.t. BT B = φ(A)T φ(A).

(9)

We then relax the constrained problem to the following unconstrained optimization:

min kBk∗ + λkA − Xk2F +
A,B

(10)
ρ T
kB B − φ(A)T φ(A)k2F .
2
where ρ > 0 is a parameter which balances the difference
BT B − φ(A)T φ(A) and the original objective function. When ρ
is sufficiently large, (10) and (9) are the same model. Note that (9)
can be also solved by adopting the alternative direction method
of multipliers (ADMM) technique. However, as will be seen in
the following section, optimization of the subproblem related to
A is non-convex and an auxiliary variable will be introduced. It is
well known that the ADMM cannot ensure the convergence when
the optimization involves more than three variables. We, therefore,
choose an accelerated proximal gradient (APG) based method for
the non-convex and non-smooth problem, whose convergence can
be guaranteed [75]. Another advantage of the relaxation is that,
the rank of the ground-truth matrix φ(A) is possibly higher than
the rank of the solution of (9), which is caused by some unsuitable
φ(·). In this case, the solution of (10) is closer to the ground-truth.
From this point of view, (10) is more robust to the selection of
mapping functions.

φ(A) = [φ(a1 ), φ(a2 ), · · · , φ(an )].

4.2.3 Optimization Algorithm
We show how to solve (10) in this section. We minimize the
objective cyclically over B and A alternately. The updating of
A is performed by the Monotone APG [75]. Meanwhile, the
subproblem with B has a closed-formed solution.
(1) Update B
B can be updated by solving the following subproblem:
ρ
min kBk∗ + kBT B − KA k2F ,
(11)
B
2

With the above assumption, the robust low-rank matrix recovery
problem is considered in the kernel space, and the model (6) can
be kernelized as the following one:

where KA = φ(A)T φ(A). We represent the singular value decomposition (SVD) of KA as KA = UΣVT . This subproblem
has a closed-form solution given by [74] as

min kφ(A)k∗ + λkX − Ak2F .

B∗ = Γ∗ VT .

ij

where ker : Rd × Rd → R is the kernel function and

A

(7)

Note that we do not assume the explicit distribution of noise,
although the F -norm is chosen. Because of the implicit mapping
here, the distribution of noise is dependent on φ(·), and our model
is free of most of the distribution of noise, only if we select the
suitable kernel mapping.
It is hard to optimize (7), due to the explicit dependency on
φ(A). Fortunately, as shown in [74], the symmetric and positive
semi-definite matrix K can be factorized as K = BT B. By
setting K = φ(A)T φ(A), we can easily derive the following
proposition.
Proposition 1.

kBk∗ = kφ(A)k∗ , ∀ B : K = BT B,

(8)

where B ∈ Rn×n and K is the kernel Gram matrix which is
computed as K = φ(A)T φ(A).

(12)

Γ∗ is a diagonal matrix with Γii = arg minγ>0 ρ2 (σi − γ 2 )2 + γ ,
where σi is the i-th singular value of KA . Hence, each Γii can be
achieved by solving a cubic equation. Note that B∗ is not unique,
because one can multiply an arbitrary unitary matrix to the left of
(12) without changing the objective value in (11). Fortunately, the
non-uniqueness does not affect the optimization of A, since only
(B∗T )B∗ involves the updating of A.
(2) Update A
To update A, the following subproblem should be solved:
α
min kA − Xk2F + kBT B − φ(A)T φ(A)k2F ,
(13)
A
2
where α = ρ/λ. To optimize this problem, we define the
kernel function ker : Rd × Rd → R. Here we choose two
types of kernels (convex and non-convex) as the examples. The
optimization related to other kernel functions can be solved in a
similar way.
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(i) Convex kernel: We select the most commonly used convex
kernel, i.e., Polynomial Kernel Function (d ≥ 1). The inner
product in the kernel space can be represented as
d
φ(ai )T φ(aj ) = (aT
i aj + c) ,

where c ≥ 0 is a free parameter trading off the influence of higherorder versus lower-order terms in the polynomial. d ≥ 1 is the
order of the polynomial kernel. (13) can be rewritten as

min

a1 ,··· ,an

n n
X

kai − xi k22 +

i=1

o
α
kmi − φ(A)T φ(ai )k22 ,
2

where mi is the i-th column of BT B. The solution of this
problem can be achieved by the block coordinate descent (BCD)
method [76], which minimizes the objective cyclically over each
of a1 , · · · , an when fixing the remaining blocks at their last updated values. Hence, it requires to address the following problem:

min kai − xi k22 +
ai

n
2
α X
d
mij − (aT
.
i aj + c)
2 j=1

(14)

Since problem (14) is convex and smooth when d ≥ 1, it is easy
to solve this subproblem by the gradient decent method [77].
(ii) Non-convex kernel: For the non-convex kernel, we choose
the infinite dimension mapping function, i.e., the Gaussian Kernel
Function as the example. The inner product in the kernel space
can be represented as


2 2
where f (·) =
j=1 mij − exp(−γk · −aj k2 ) , ∇f (·)
is the gradient of f (·) and g(·) = k · −xi k22 . The proximal
1
mapping is defined as proxδg (x) = arg minu g(u)+ 2δ
kx−uk22 .

ρk+1
i

δ is a fixed constant satisfying δ < 1/L. L is the Lipschitz
constant of ∇f (·) which is 2nρk+1
here.
i
Fig. 11 shows the results of the RPCA (where the kernel
mapping is disabled) and our scheme with the kernel mapping on
some synthetic data. We randomly select 100 points from a circle
embedded in a two-dimensional plane (see Fig. 11(a)), resulting
in a 2 × 100 clean data matrix. We then select 10% data points as
the outliers. In this example, the ambient data dimension is equal
to the extrinsic dimension, the blessing of dimensionality [68] no
long occurs, and thus the traditional low-rankness based methods
without the kernel mapping (e.g., RPCA) cannot recover the data
points correctly. In sharp contrast, as shown in Fig. 11(c), our
method can still identify the outliers and replace them with the
points which are close to the ground truth manifold. Furthermore,
we test both the RPCA and our scheme on a mesh set with raw
noise, as shown in Fig. 12: Our scheme preserves the features
of various scales better than the RPCA does when removing raw
noise.
3.5
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(a) Input

T

φ(ai ) φ(aj ) = exp(−γkai −

aj k22 ),

d

where ai ∈ R and γ > 0 is the precision parameter of the
Gaussian Kernel Function. Similar to the convex case, for solving
(13), we are required to address the following problem:
n
2
αX
min kai − xi k22 +
mij − exp(−γkai − aj k22 ) .
ai
2 j=1
(15)

Obviously, one local minimizer ai can be calculated in an alternating minimization way:

ak+1
= arg min
i
ai

n
2
α X
mij − exp(−γkai − akj k22 )
2 j=1

+ kai − xi k22 .

(16)

The optimization problem in (16) is a non-convex programming,
whose solution can be attained by the APG method [75]. The
updating steps of ai consist of the following:

tk−1 − 1 k
tk−1 k
(z − aki ) +
(ai − aik−1 ),
k
k
t
t

zk+1 = proxδg yk − δ∇f (yk ) ,


vk+1 = proxδg aki − δ∇f (aki ) ,
p
4(tk )2 + 1 + 1
k+1
t
=
,
2
(
k+1
k+1
z
, if F (z
) < F (vk+1 ),
ak+1
=
i
vk+1 , otherwise.
yk = aki +

(17)
(18)
(19)
(20)
(21)

Pn

2

2.5

3

3.5

(b) RPCA

(c) Ours

Fig. 11. Comparison of the RPCA and our scheme on the 2D synthetic
data. (a) Two-dimension synthetic data with 10% outliers. (b) The recovery results of the RPCA. (c) The result provided by our kernel low-rank
recovery method.

4.2.4 Complexity and Convergence
The updating of B consists of two parts, i.e., finding roots
for n cubic equations and performing the SVD operator on
φ(A)T φ(A). The computational complexity for achieving the
roots is O(n), since the close-form expression for the roots of
cubic equations and the computational complexity for the SVD
are O(rn2 ), where n is the size of data and r is the rank of
φ(A)T φ(A). Updating ai according to (17) - (19), the O(n2 )
matrix vector multiplication needs to be carried out. Hence, the
computational complexity for calculating A is O(n3 ). In summary, the total computational complexity for the whole algorithm in
each iteration is O(n3 + rn2 ).
The convergence of the APG based method for solving the
problem (16) can be guaranteed by [75]. Meanwhile, the theoretical analysis in [76] also ensures the convergence of the
BCD method. We note that the linear approximation in (15) will
not change the convergence of the algorithm. It can be seen as
an equivalent of the iteratively re-weighted strategy, which is
commonly used and theoretically guaranteed in non-convex optimization. Furthermore, the close-form solution of (11) together
with the updating steps of A, make the objective function drop in
each iteration. Hence, the algorithm can converge to a stationary
point.
4.3 Guidance Normal from Kernel Low-rank Recovery
A new normal is obtained from each recovered patch of the patch
group. It forms the normal set Ns = {ni,1 , ni,2 , · · · , ni,k }, where

8

Fig. 12. Comparison of the RPCA and our scheme on the 3D raw mesh set. The first column shows the image of the sculpture set (upper) and the
scanned raw mesh set (bottom). The second column shows the denoised results of the RPCA (upper) and ours (bottom).

ni,k is the recovered patch normal. We empirically have three
choices to determine the normal ni of the central facet:
1) Use the recovered normal ni,j of the single patch of the
central facet directly.
2) UsePthe uniform average of the normal set Ns , i.e., ni =
Λ( kj=1 ni,j ), where Λ(·) is a normalized operation.
3) Use
the
median
filter,
i.e.,
ni
=
median {ni,1 , ni,2 , · · · , ni,k }, where the sort is in terms of
the angle difference between the recovered normals and the
p
normal ni (the previous iteration of ni ) of the central facet
p
(please note, in the first iteration, ni is the input normal).
Although users can feel free to choose any one of the three
strategies, we recommend to use the median filter. We test them on
a variety of noisy meshes and experimentally find that the median
filter leads to smaller errors and avoids potential over-smoothing,
as shown in Fig. 13.
Remarks 3. The recovered normal ni can be directly employed for vertex update. However, high-level noise could not be
well removed if sharp features should be preserved, as shown in
Fig 14. Following the strategy in image processing, the recovered
normal serves normal filtering only as the guidance normal.

Fig. 14. Using the recovered normal for vertex update directly produces
denoised results with quality less than using it as the guidance in
bilateral normal filtering. From the left column to the right: The groundtruth model, the noisy model, the results of using the recovered normal
directly and as the guidance delivered to bilateral normal filtering respectively.

5
5.1

M ESH D ENOISING
Guidance Normal Filter

The guidance normals, recovered from patch collaboration, are
integrated into the kernels of the practical bilateral normal filter

[23]. The guidance normal filter (GNF) is defined as
X
Aj Ws (k ci − cj k)
nk+1
= Λ(
i
fj ∈N ∗ (f )

+ Wr (k g(ni ) − g(nj ) k) nkj ),

(22)

where Λ(·) is a normalized operation; Aj is the area of fj ; both
Ws and Wr are monotonically decreasing functions in terms
of the distance between ci and cj , and the normal difference
between g(ni ) and g(nj ); ci denotes the facet’s centroid; g(ni )
(or g(nj )) is the guidance normal obtained from the low-rank
matrix recovery; and N ∗ (f ) are the (partial) neighboring facets
of the central facet fi . In practice, Gaussian functions are often
used to represent both Ws and Wr with the standard deviations
σS and σR respectively.
Remarks 4. There are mainly two ways to measure the
distance k ci − cj k between two facets, i.e., the 3D (approximated) geodesic distance along the surface and the Euclidian
distance [28][11]. Following Wang et al. [11], we also adopt two
approaches [78][79] to approximate the geodesic distance. Since
no obvious differences have been found by using both of them
for all the models in our experiments. We finally use the 6D
Euclidean distance (a kind of Riemannian embedding of meshes
in 6D) in [79] to approximate the geodesic distance for simplicity
and efficiency. A visual comparison on an irregular Block model
is shown in Fig. 15, where the difference can be hardly found. In
addition, the standard deviations σS and σR are also important to
obtain quality denoised results. As suggested by Zheng et al. [23],
σS is commonly with the range of [0.2,0.6], and σR is set to the
average edge length of the input mesh.
Sharp feature preservation. Following [23], the GNF can
be applied on the conventional 1-ring neighboring facets of each
central facet. However, such a neighborhood (especially around
sharp features) may be anisotropic of geometry [40], which blurs
sharp features when the iteration number increases. For example,
using the whole neighborhood unchanged in all filtering iterations
leads to the sharp edges being blurred, as shown in Fig. 17.
To this end, the GNF is applied on the whole neighborhood to
struggle against noise in the initial iterations; and in the remaining
iterations, it is applied on a subneighborhood rather than the whole
neighborhood to perceive more features. The subneighborhood
is isotropic of geometry and most consistent with the central
facet (see Fig. 16 for an example). Such a subneighborhood can
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0

max

Fig. 13. The median filter leads to slightly smaller errors than the other two schemes. From the left column to the right: The ground truth, the
noisy model (0.2 Gaussian noise), and the denoised results by using the uniform average scheme, the recovered normal ni,j of the single patch
of the central facet directly, and the median filter, respectively. The top row shows the geometry, and the bottom row shows the visualization of
vertex-to-vertex based L2 distance errors. The average angular differences between the noisy model, the denoised models by the three schemes
and the ground-truth model are 22.7◦ , 5.5◦ , 5.1◦ , and 4.8◦ , respectively.

patches can produce the denoised Chinese bronze model with its
weak features better preserved than the single patch based method
[40]. More results can be found in Section 6.

0

max

Fig. 15. Approximating the geodesic distance between two facets by
using both the schemes in [78] and [79]. The visual difference can be
hardly found for the two schemes. From the left column to the right:
The noisy and irregular (highlighted) Block model, the denoising results
by using the geodesic distance schemes presented in [78] and [79]
respectively, and the vertex-to-vertex errors between the two denoised
models.

be easily identified based on the RTV (Relative Total Variation)
[28] (Note that the RTV is defined using the guidance normal).
Therefore, we re-define the neighbor set N ∗ (f ): N ∗ (f ) are the
1-ring neighboring facets of the central facet fi in the first 2/3
iterations, and changes to the most consistent subneighborhood
facets of fi from then on. From Fig. 17, using the consistent
subneighborhood, we can preserve the sharp edges effectively,
while the whole neighborhood leads to the same sharp edges being
blurred.
Remarks 5. The proposed method follows the framework of
the bilateral filter [23], which is similar to several existing mesh
denoising methods [40][28]. Although they can provide reliable
surface structure information to control the filtering process, they
are the single patch-based methods. By contrast, we follow a patch
group based denoising framework for removing high levels of
noise and preserving surface genuine information. The reason why
our method outperforms existing methods is the collaboration of
similar patches that can struggle against noise for a better feature
preservation. For example, the patch collaboration of similar

Fig. 16. The most consistent subneighborhood of the central facet (red)
is used to preserve more features.

Fig. 17. Using both the whole neighborhood and the consistent subneighborhood is more effective in preserving features than only using
the whole neighborhood. From the left column to the right: The groundtruth fragment, the noisy fragment, denoised results using the whole
neighborhood and using both of them, respectively.

5.2 Vertex Update
After obtaining the filtered facet normal field, the vertices’ positions are updated accordingly [8]:
X
X
1
nk (nk · (vtj − vti )), (23)
vt+1
= vti +
i
i
3|Fv |
j∈Nv (i) (i,j)∈∂Fk

where Fvi is the number of facets connected to the vertex vi , and
vti is the t-th iterative position of vi . This scheme is essentially a
gradient descent method to minimize the semi-definite quadratic
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of the input mesh, as suggested in [23]; 4) the iteration numbers
of normal filtering and vertex update are n1 ∈ [3-30] and n2 ∈
[1-20], respectively.
0

max

Fig. 18. Denoising the Chinese bronze mesh with various features.
The first column shows the ground truth (upper) and the noisy mesh
(bottom), the second shows the denoised results of [40] (upper) and
ours (bottom), and the third shows the vertex-to-vertex errors between
the ground truth and the denoised results (upper: [40]; bottom: ours).

error function. In our implementation, 1 to 20 iterations are
sufficient.

6

R ESULTS AND D ISCUSSION

To validate the effectiveness in both noise removal and feature
preservation of the proposed PcFilter, we evaluate a large number
of quantitative and qualitative results on synthetic and real-world
raw data, and compare the PcFilter against the state-of-the-art
methods of mesh denoising, covering Fleishman et al.’s bilateral
mesh filter (BMF) [21], Sun et al.’s unilateral normal filter (UNF) [8], Zheng et al.’s bilateral normal filter (BNF) [23], He et al.’s
L0 minimization method (L0 ) [26], Zhu et al.’s subneighborhoodbased method [40], Zhang et al.’s guided normal filter (GNF) [28],
and Wang et al.’s cascaded normal regression (CNR) [7]. Please
note that the source codes or executable files of both our method
and the compared methods, as well as the denoised results, are
available online for interested users.
Testing data are selected from the frequently-used models
in digital geometry processing, which are either from scanning
devices (Laser scanners and Kinect) or noise-free models corrupted by medium and high levels of artificial noise, including
additive impulsive noise, and random Gaussian noise. The random
Gaussian noise is generated by a zero-mean Gaussian function
with the standard deviation σE proportional to the average edge
length of the input mesh. The diversity of models and mediumand high-level noise are used to demonstrate the flexibility of all
tested algorithms.
Parameters. We carefully adjust the parameters of all methods
to produce the visually best results for them. In particular, our
method consists of eight parameters, i.e., the number k of similar
patches collection; the γ , λ and ρ in low rank recovery; the
standard deviations σS of the normal difference and σR of the
spatial difference in the kernels of bilateral normal filtering and its
iteration number n1 ; and finally the iteration number n2 used in
vertex update. Similar to other methods, we do not need to adjust
the parameters frequently. We give the guidance to adjust these
parameters: 1) the most similar forty patches are collected for
each central patch, i.e., k = 40, enlarging k enhances the results
slightly but with a higher computational cost; 2) the γ is set to
0.1, λ = 20 and ρ = 20 in low rank recovery; 3) σS is within the
range of [0.2, 0.6], and σR = l where l is the average edge length

6.1 Visual Comparisons
Denoise geometry-rich models with high-level noise. Our
method is less sensitive to high-level noise than the compared
methods when models have abundant geometry details. Comparisons with the existing methods demonstrate its outstanding
performance in surface accuracy and noise-robustness, as shown
in Fig. 1. In addition, our method can deal with hybrid noise
although such cases are very challenging. The state-of-the-art
methods mainly assume that a model is corrupted by a single
type of noise (impulsive or Gaussian noise) [7]. Hence, they
usually produce less desirable results (e.g., shape degeneration,
feature distortion or facet fold-over) under hybrid and high-level
noise. Fig. 19 shows the Angel model with hybrid noise (the
real-world raw noise and the added random Gaussian noise),
and the corresponding denoised result by each method. From
the highlighted regions of the wing and the eye it can be found
that, the weak features are well-remained by our method, while
these features are lost in different degrees in the results of the
other methods. Our patch normal co-filter is powerful enough
to preserve multi-scale features. More results of handling hybrid
noise can be found in Figs. 4 and 5.
The results of our method are more faithful to the groundtruths, such that multi-scale geometry features are well-preserved.
Fig. 20 first shows the Merlion model with varieties of repetitive
details (squamae), sharp features, as well as smooth areas, and
their denoised results. For this challenging model, our method
recovers more self-similarity structures (e.g., squamae) and introduces no additional artifacts on these multi-scale features (e.g.,
sharpening or blurring effects), while the other methods either
over-sharpen these squamae or over-blur them. One more example
can be found on the Julius model, where our method has more
details on the eyes and the mouth, while the others are not.
Denoise CAD models. Our method preserves/recovers sharp
features in a better way and introduces less flipped triangles for
CAD-like models, especially in the case of high-level noise. Fig.
21 shows the denoised results of the noisy Sharpsphere model
(corrupted by the random Gaussian noise of σE = 0.5) and the
Joint model (the impulsive noise of σE = 0.5). Both have many
curved edges and sharp corners, which make the existing methods
difficult to recover them exactly when removing high-level noise.
Our method can easily remove such noise around sharp edges and
corners and recover these feataures better. In addition, from the
Joint model it can be observed that, our method introduces less
flipped triangles.
Denoise raw models. In addition to synthetic cases, the
PcFilter is verified on one model set and the other five independent
models with raw noise. In detail, the model set in Fig. 12, the
Pierrot and the Rabbit in Fig. 22 are obtained from laser scanners
with medium- and low-level noise respectively, and the other three
Face models in Fig. 23 are acquired by Microsoft Kinect with
high-level noise. The results generated by the six methods share
visual similarities when we handle the low-level noise. The geometry details are all well-preserved, as shown in Fig. 22. However,
in the case of high-level noise, the existing methods could not
remove noise with their details preserved simultaneously, as shown
in Fig. 23. For these special data from Kinect v1, v2 and the fusion
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Fig. 19. Denoising of the Angel model. From the upper-left to the bottom-right: The noisy model (the real-world raw noise plus the random Gaussian
noise of σE = 0.3), and the denoising results from Fleishman et al.’s BMF [21] with parameters
(n = 6), Sun et al.’s UNF [8] (T = 0.4, n1 =
√
6, n2 = 8), Zheng et al.’s BNF [23] (σs = 0.4, n1 = 6, n2 = 8), He et al.’s L0 [26] (µ = 2, α = 0.1γ, λ = 0.02ℓ2e γ), Zhang et al.’s GNF [39]
(σr = 0.45, n1 = 5, n2 = 8), Wang et al.’s CNR [7], and ours (σS = 0.3, n1 = 5, n2 = 8).

Fig. 20. Denoising of the Merlion model and the Julius model. From the left column to the right: The ground truth models, the noisy models
(the Merlion with random Gaussian noise of σE = 0.35, the Julius with random Gaussian noise of σE = 0.3), and the denoising results from
Fleishman et al.’s BMF [21] with parameters (n = 50) (n = 6), Sun et al.’s UNF [8] (T = 0.45, n1 = 15, n2 = 30) (T
√ = 0.6, n1 = 10, n2 = 10),
Zheng√et al.’s BNF [23] (σs = 0.35, n1 = 25, n2 = 20) (σs = 0.45, n1 = 10, n2 = 10), He et al.’s L0 [26] (µ = 2, α = 0.1γ, λ = 0.02ℓ2e γ)
(µ = 2, α = 0.1γ, λ = 0.02ℓ2e γ), Zhang et al.’s GNF [39] (σr = 0.35, n1 = 25, n2 = 20) (σr = 0.45, n1 = 7, n2 = 10), Wang et al.’s CNR [7], and
ours (σS = 0.3, n1 = 12, n2 = 20) (σS = 0.35, n1 = 5, n2 = 8).

Fig. 21. Denoising of the Sharpsphere model and the Joint model. From the left column to the right: The ground truth models, the noisy models
(the first model with random Gaussian noise of σE = 0.5, the second with impulsive noise of σE = 0.5), and the denoising results from Fleishman
et al.’s BMF [21] with parameters (n = 17) (n = 30), Sun et al.’s UNF [8] (T = 0.45, n1 = 25, n2 = 20) (T =
√ 0.45, n1 = 20, n2 = 20),
Zheng√et al.’s BNF [23] (σs = 0.45, n1 = 10, n2 = 8)(σs = 0.35, n1 = 20, n2 = 20), He et al.’s L0 [26] (µ = 2, α = 0.1γ, λ = 0.02ℓ2e γ)
(µ = 2, α = 0.1γ, λ = 0.02ℓ2e γ), Zhang et al.’s GNF [39](σr = 0.45, n1 = 30, n2 = 20)(σr = 0.35, n1 = 20, n2 = 20), Wang et al.’s CNR [7], and
ours (σS = 0.3, n1 = 12, n2 = 10) (σS = 0.35, n1 = 15, n2 = 20).
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Fig. 22. Denoising of the Pierrot model and the Rabbit model. From the left column to the right: The raw models, and the denoising results from
Fleishman et al.’s BMF [21] with parameters (n = 30) (n = 13), Sun et al.’s UNF [8] (T = 0.45, n1 = 8, n2 = 20)√(T = 0.35, n1 = 4, n2 = 4),
Zheng√et al.’s BNF [23] (σs = 0.45, n1 = 10, n2 = 8)(σs = 0.35, n1 = 4, n2 = 4), He et al.’s L0 [26](µ = 2, α = 0.1γ, λ = 0.02ℓ2e γ)
(µ = 2, α = 0.1γ, λ = 0.02ℓ2e γ), Zhang et al.’s GNF [39](σr = 0.35, n1 = 10, n2 = 20) (σr = 0.35, n1 = 4, n2 = 4), Wang et al.’s CNR [7], and
ours (σS = 0.3, n1 = 10, n2 = 20) (σS = 0.35, n1 = 4, n2 = 4).

Fig. 23. Denoising of three Face models from Microsoft Kinect. From the left column to the right: The ground truth models, the noisy models (the
three models are obtained with Microsoft Kinect v1 single-frame mesh, Kinect v2 single-frame mesh and Kinect v1 with Kinect-Fusion technique
respectively), and the denoising results from Fleishman et al.’s BMF [21] with parameters (n = 40) (n = 25) (n = 50), Sun et al.’s UNF [8]
(T = 0.55, n1 = 30, n2 = 30) (T = 0.45, n1 = 15, n2 = 30) (T = 0.55, n1 = 20, n2 = 20),√
Zheng et al.’s BNF [23] (σs = 0.55,√
n1 = 40, n2 = 20)
(σs = 0.35, n1√= 20, n2 = 20) (σs = 0.35, n1 = 20, n2 = 20), He et al.’s L0 [26] (µ = 2, α = 0.1γ, λ = 0.02ℓ2e γ) (µ = 2, α = 0.1γ, λ =
0.02ℓ2e γ) (µ = 2, α = 0.1γ, λ = 0.02ℓ2e γ), Zhang et al.’s GNF [39] (σr = 0.55, n1 = 40, n2 = 20) (σr = 0.35, n1 = 20, n2 = 20) (σr = 0.35, n1 =
20, n2 = 20), Wang et al.’s CNR [7], and ours (σS = 0.55, n1 = 25, n2 = 20) (σS = 0.35, n1 = 15, n2 = 20) (σS = 0.35, n1 = 20, n2 = 20).

technique, a slight advantage of our method is to better preserve
the details when the noise to be removed is larger than the standard
degree.
6.2

Quantitative Evaluations
•

We can infer from the visual comparisons that, our method competes favorably with the existing methods in noise removal and
feature preservation. To evaluate these methods more objectively,
we employ the following numerical metrics, which weigh the
fidelity to the denoising results relative to the underlying surface
as follows.
•

The Hausdorff distances DH (one-sided vertex-to-surface
based): DH = {dist(v1 , Mg ), · · · , dist(vk , Mg )} (k

•

denotes the vertex number of the mesh), where dist(·)
is the L2 distance from the denoised vertex vi (i ∈ [1, k])
to the ground-truth mesh Mg . The smaller the Hausdorff
distance is, the more faithful the denoised vertex is to the
ground-truth surface.
The average angular difference DA between the facet
normalsPof the denoised mesh and the ground-truth mesh:
r
DA = i=1 ∠(ni , ng )/r (r denotes the facet number of
the mesh), where ∠(ni , ng ) represents the angles between
the denoised facet normals ni and the ground-truth facet
normals ng . The smaller the average angular difference is,
the more similar the denoised surface is to the ground-truth
surface.
The visualization of discrete mean curvatures on meshes,

13
0.03

0.20

0.10

BMF
UNF
BNF
L0
GNF
CNR
Ours

0.15

0.10

BMF
UNF
BNF
L0
GNF
CNR
Ours

0.08

0.06

0.06

BMF
UNF
BNF
L0
GNF
CNR
Ours

0.025

0.02

0.015

BMF
UNF
BNF
L0
GNF
CNR
Ours

0.05

0.04

0.03

0.04

0.01

0.02

0.005

0.01

0.05
0.02

0.00
0.0005

0.001

0.0015

0.00

0

0.00

0

0

0.0005

0.001

0.0015

0.002

0

0.0025

0.05

0.1

0.15

0.2

0.25

0

0.002

0.004

0.006

0.012

0.015

Fig. 24. A comparison of the Hausdorff distances in Figs. 20 and 21. The horizontal axis denotes the distances between the denoised mesh and
the ground-truth counterpart (one-sided vertex-to-surface based), and the vertical axis represents the ratios of the distances (the sum is 1.0). The
horizontal axis (the rightmost part with the ratio nearly equal to 0) is truncated for better illustration.
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Fig. 25. A comparison of the Hausdorff distances in Fig. 23. The horizontal axis denotes the distances between the denoised mesh and the groundtruth counterpart (one-sided vertex-to-surface based), and the vertical axis represents the rations of the distances (the sum is 1.0). The horizontal
axis (the rightmost part with the ratio nearly equal to 0) is truncated for better illustration.
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Fig. 26. A comparison of the average angular difference between the facet normals of the denoised mesh and the ground-truth mesh in Figs. 20,
21 and 23. The horizontal axis denotes the methods, and the vertical denotes the average angular difference (in degree).

as well as of the vertex-to-vertex based L2 distances
between two meshes, as shown in Figs. 1, 13, 15, and
18.
We compare the aforementioned metrics on different types of
models, which have their ground-truth counterparts. We plot the
Hausdorff distances DH in Figs. 25 (using curves) and 26 (using
bars). The denoised vertex will be closer to the ground-truth surface if the Hausdorff distance is smaller. A method that leads to the
largest sum of ratios corresponding to the DH around 0 will be a
good choice for mesh denoising. From Figs. 25 and 26 we observe
that, whether dealing with the geometry-rich models (Merlion and
Julius) or the CAD-like models (Sharpsphere and Joint) and the
models with the high-level noise from the Microsoft Kinect, our
method commonly produces quality denoised results that possess
the largest sum of ratios corresponding to the DH around 0. What
is more, for the same seven models, our method leads to the
smallest average angular differences among the seven methods,

as shown in Fig. 26. Therefore, the statistic results of both the DH
and the DA are consistent to the visual comparisons: Our method
usually yields a closer surface relative to the underlying surface.

6.3 Computational Time
The experiments are performed on a PC with a 3.60GHz Intel core
i7-4790 and 16 GB of RAM. We record the time performance of
each method in our experimental cases for some typical models.
The results are shown in Table 1. Our method is usually faster
than He et al. [26] and Zhang et al. [28], but slower than the
methods of Wang et al. [7], Fleishman et al. [21], Sun et al. [8],
and Zheng et al. [23]. The time performance for our method is
still acceptable for small models. For example, it takes a total
of about 128.5s to denoise the Angel with 24566 vertices and
48090 facets. However, similar to the other nonlocal similaritybased techniques, our method is time-consuming for large models.
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TABLE 1
Timing (seconds) of each method
Model
Vertices

LionHead

Angel

Julius

Merlion

Joint

Pierrot

Rabbit

Sharpsphere

Kinect v1

Kinect v2

59140

24566

36201

283235

20902

66407

37394

10443

28187

9822

51789

Faces

118276

48090

71912

566465

41808

127612

73679

20882

53229

18328

101937

BMF

157.5
35.3

7.7
6.5

12.2
15.3

1089.5
148.2

23.4
9.2

121.6
23.7

28.9
15.1

9.2
10.0

57.6
51.3

11.7
25.6

132.6
35.2

UNF

Kinect fusion

BNF

34.9

6.3

13.5

183.6

25.7

25.0

17.5

8.4

64.2

9.7

31.5

L0
GNF

2910.4

453.6

1109.7

6541.3

821.4

1529.4

861.4

847.2

467.5

127.8

1538.0

689.4

149.4

536.0

4541.3

148.6

728.5

97.7

264.6

762.7

112.7

573.9

CNR

12.9
675.9

3.6
128.5

5.5
426.3

58.0
3056.9

3.3
106.2

10.5
630.9

6.5
67.9

3.5
191.8

3.8
439.6

2.0
104.9

9.6
461.9

Ours

In the future, we will investigate how to accelerate the whole
pipeline.
Limitations. Although it competes favorably with the stateof-the-art methods in surface accuracy and noise-robustness, the
PcFilter still has some limitations. First, it cannot well deal with
meshes with an extreme triangulation. Fig. 27 illustrates such an
extreme case, where the features on the top part are not recovered
as expected. Second, unlike [7], it is not automatic. We should
tune the parameters to produce visually-pleasing results under the
given guidance. Third, for large models, we suggest to use our
method as an off-line operation.

efficiently. Experiments and numerical analysis demonstrate that
our approach outperforms the existing methods. In the future, we
will consider the acceleration of the proposed method, and make
it suitable for mobile phones as an application tool.
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