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Abstract We present in this paper an interactive approach
for semantically modeling the indoor environment given only
a single indoor image as input, without requiring access to the
scene or using any additional measurements like RGBD cameras. Our key insight is that, although depth estimation from
a single image is notoriously difficult, we can conveniently
obtain a relatively accurate normal map, which essentially
conveys a great deal of scene geometry. This enables us to
model each object in a data-driven manner by representing
the object as a normal-based graph and retrieving a similar
model from the database by graph matching. Moreover, edge
information is integrated to further improve the searching
result. We hypothesize a set of sparse surface orientations
for the image and further refine them in an intuitive and
straightforward manner. With a small amount of simple user
interaction, our approach is able to generate a plausible model
of the scene. To verify the effectiveness of our proposed
method, we show the modeling results on a variety of indoor
images.
Keywords Indoor image modeling · Orientation estimation ·
Edge · Calibration
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1 Introduction
There has long been interest in the reconstruction of 3D scene
from images in the graphics and vision communities. The
earlier work on single view metrology [5] reveals that simple 3D affine measurements can be computed from a single
perspective view of the scene, given very limited geometric information determined from the image. Given only a
single image, depths are inherently ambiguous. The shapefrom-shading technique [13] deals with the recovery of shape
from a gradual variation of shading in the image, but is not
applicable to richly structured/textured images. Multi-view
stereo reconstructs a 3D object model from a collection of
images taken from known camera viewpoints. The research
on the so-called structure-from-motion [30] also shows how
the 3D structure can be estimated from a rich set of image
sequences. While there is a rich literature in this area, recovering the 3D geometry of the scene from a single image is still
known to be an enormously difficult and unsolved problem.
Recently, indoor scene understanding, ranging from object
detection, semantic segmentation, layout estimation has
received considerable attention due to its wide applications to smart home, interior design, and personal robotics.
Compared with natural scenes, the indoor scenario is more
constrained, as the Manhattan world assumption typically
holds. This assumption states that there exist three dominant vanishing points which are orthogonal. On the other
hand, with the current popularization of RGBD cameras such
as Microsoft’s Kinect, several techniques [11,15] have been
proposed recently to model indoor environments with a depth
camera. Additionally, semantic modeling can be achieved in
a data-driven manner [3,23,28], benefiting from the large
corpora of 3D models, such as Google 3D Warehouse. But
as we know, so far, none of the existing techniques provide
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the ability to generate 3D semantic models for indoor environments, given only a single image as input.
In this paper, our goal is to semantically reconstruct the
3d indoor environment from only a single indoor image. Our
method works for existing images without requiring access
to the scene, depth cameras, multiple photographs, or any
other aids.
We exploit four observations to make the task tractable.
First, the indoor scenes comprise primarily furniture (e.g.,
tables, chairs, cabinets, beds, and bookshelves), which can
be semantically segmented. The task thus degenerates into
modeling each individual object. Second, though computing
depth is ill-posed, it is easier to infer and interact with surface
orientations of the visible parts which essentially convey a
great deal of the underlying object geometry, considering that
the indoor objects usually consist of a lot of parts with rigid
geometry. In addition, edge information reflects appearance
details of an object to some extent, which can help improve
the searching result (see Fig. 1). Last, with the aid of orientation distribution and edge information, it is possible to
retrieve a similar object by exploiting the 3D model database.
We propose an interactive approach to semantic modeling of indoor environment that is visually similar to the real
scene, from only a single indoor image as input. The input
image is first segmented into a set of interest regions with
semantic labels. We further detect vanishing lines and points
in the image and use these to hypothesize a set of sparse
surface orientations for the visible parts of objects. We also
devise a simple interface to allow the user to interact with
and refine the orientations. The orientation distribution essentially conveys a great deal of the underlying object geometry,
and it can be viewed as a normal map with the calibrated camera. We further represent the imaged object as a normal-based

Fig. 2 We realize semantic modeling (right) of the indoor environment
given only a single color image as input (left)

graph, complemented with edge information, is matched with
the models of a pre-classified database to obtain the best
matched object. Figure 2 shows our modeling result of a living room image with five pieces of furniture.
In summary, we present an interactive approach for semantically modeling the indoor scene given only a single indoor
RGB image as input, without requiring access to the scene
or using any additional measurements like RGBD cameras
as most previous methods have done. Our approach is thus
applicable to those legacy images with no depth information
provided. Besides the general approach, the paper also makes
two technical contributions.
– First, we propose a new algorithm to estimate surface
orientations from the image and develop an intuitive and
straightforward way to refine them.
– Second, we represent the visible part of each imaged
object using a normal-based graph and propose to retrieve
similar shapes from the database via an efficient graph
matching algorithm. In addition, edge information is integrated to further improve the searching result.
A preliminary, short version of this work also appeared
as a conference version [22]. By contrast, in this paper we
expose more technical details. Furthermore, we incorporate
edge information into the matching step, and this leads more
accurate retrieval and scene modeling results. We validate
this using new experiments by comparing with the results
using only normals or edges.
In the remainder of this paper, after a quick review of
related methods, we describe the details of our approach and
present experimental results.

2 Related work
There are three main categories of work related to ours:
image-based modeling, modeling from RGBD images, and
indoor scene understanding.
2.1 Image-based modeling
Fig. 1 Normal is hard to evaluate and interact with, while edges which
imply details can be easily obtained
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and vision. The early work on shape-from-shading (SFS)
deals with shape recovery from a gradual variation of shading
in the image, with a known or estimated light source direction [13]. Single view metrology [5] shows how aspects of
the affine 3D geometry of a scene may be measured from
a single perspective image, given the vanishing line of a
reference plane and a vanishing point for a direction not parallel to the plane. The image structure can be obtained by
exploring the learned relationships between image features
and geometry [12,16,24,26,27,31], or by significant amount
of user interactions [14,25]. However, most previous methods cannot generate a complete 3D model for each object
in the scene, since they can only assign a depth value to
each visible pixel of the image and is incompetent for modeling of back faces due to occlusion. Our goal is to realize
semantic modeling, especially given a single image as input.
While successful on particular images, none of these above
approaches are qualified to meet our goal.
On the other hand, considerable efforts have been devoted
to creating three-dimensional models from a number of input
images, by using the silhouette of foreground [18], multiview stereo, or relative camera motions [30]. These methods
often suffer from similar problems to stereo vision, which
is fundamentally limited by the baseline distance between
the two cameras, and performs poorly when used to estimate
depths at ranges that are very large relative to the baseline
distance.
2.2 Modeling from RGBD images
There have been recent advances in scene modeling from a set
of RGBD images captured by a RGBD camera [11,15], given
that RGBD cameras are now available to the public at a low
price. Some methods attempt to generate a 3D scene suitable
for walkthrough applications from the noisy RGBD input.
Similarly, most of these methods can only yield a partial representation since the camera cannot see the back faces of the
model (e.g., the table against the wall). Furthermore, proper
acquisition of densely populated interior spaces is also challenging because significant parts always remain occluded in
all views. On the other hand, they cannot provide a semantic representation. The main objective of semantic modeling
is to deliver semantically corrected 3D models in terms of
predetermined object classes.
More recently, motivated by the growing availability of 3D
models along with model retrieval techniques, data-driven
methods have been developed to reconstruct semantically
indoors scenes. To achieve semantic modeling of indoor
scenes, Shao et al. [28] present an interactive approach by
first segmenting the captured RGBD images into regions
with object labels and then replacing the segmented objects
with matched models in the database. Another approach that
discovers object repetitions and exploits them to speed up

large-scale indoor acquisition toward high-level scene understanding is given by Kim et al. [17] Other efforts include
the search-classify approach which interleaves segmentation
and classification in an iterative manner [23]. Chen et al. [3]
propose an automatic semantic modeling approach by using
the contextual relationships learned from the database of
indoor scenes to constrain reconstruction. Compared with
these approaches, our method requires only a single color
image as input, thus being applicable to those existing images
for which the scenes are not available to scan.
2.3 Indoor scene understanding
Till now, considerable research efforts have been made
toward indoor scene understanding whose objective is to
infer the 3D properties, segment and recognize each object
component [29], as well as annotate the components with
a list of tags [4]. The approach to interpret the major surfaces, objects, and support relations of an indoor scene has
been proposed [29], while depth information is required as
the necessary input in this method. Given a single image as
input, it has been shown that a set of sparse surface orientation for the images can be inferred by geometric reasoning
[20]. 3D inference from a single image is a long-studied problem, at the heart of which is the chosen of primitives used
to approximate the scene. There is a rich literature proposing a myriad of 3D primitives ranging from silhouettes to
3D primitives, such as boxes [19], cuboids [36], and blocks.
Some approaches also propose to learn the appearance of
primitives from labeled or depth images. On the other hand,
it is also important to explore the contextual relationships
among different objects [29]. Fisher et al. [8] use context
graph to represent structural relationships in digital scenes
and use scene matching to compare the local structures of
two scene graphs.

3 Method overview
Our method consists of several primary steps, outlined in
Fig. 3. The input color image is first segmented into a set
of interest objects with semantic labels. We then hypothesize a set of coarse surface orientations for each object
region by leveraging the vanishing lines detected in the
image. To obtain accurate orientations, the orientation map
is further refined with moderate user interaction in a simple
and intuitive interaction manner. With the calibrated camera
parameters, the orientation map of each interest object essentially represents its normal distribution. This enables us to
search a 3D model with the same category to the object to
populate the imaged object, in a normal-guided manner. More
specifically, we represent each object of the input color image
as a normal graph and retrieve the best matched model from

123

M. Liu et al.

Edges

Fig. 3 An overview of the proposed framework. The input color image
is first segmented into a set of regions with semantic labels. We then
reason about surface orientations and further refine them interactively.
Each object is represented as a normal-based graph, which is further

complemented with edge information, enables us to retrieve a similar
object from the database via graph matching. The 3D models are finally
composed into the final scene

the database using an efficient graph matching algorithm.
Besides, edge information is integrated to further improve the
searching result. The 3D models, whose positions have been
figured out already through camera calibration, are finally
unified into a complete 3D scene.
Figure 3 illustrates the pipeline of our system.

4.1 Orientation estimation via geometric reasoning

4 Orientation computation
Indoor scenes behave mostly as Manhattan Worlds, i.e., most
edges in the image can be associated with parallel lines
defined in terms of the three dominant vanishing points
which are orthogonal, and most planes lie in one of the
three mutually orthogonal orientations. The Manhattan world
assumption has been frequently used in the past for the
tasks such as orientation estimation [7,10,20] and regularity detection [35]. Manhattan world assumption is used for
automatic 3d reconstruction of the indoor scenes from a single image in [7], while the method only reconstructs the 3d
planes of the indoor scenes. Following previous methods,
a Manhattan World is assumed in our camera calibration
and orientation estimation stages, but our method is still
applicable to the scenes where this assumption does not
hold.
An indoor scene is composed primarily of oriented piecewise flat regions, though some objects may be placed
randomly and some are of curved shapes. We aim to first
label these flat regions automatically such that regions with
the same orientation will have the same label. We then specify the orientation for those curved regions using only a few
freehand strokes marked up by the user. The orientation distribution, which is essentially equivalent to the normal map
with the calibration camera, reveals image structure to some
extent.
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We use the publically available code1 which is realized
based on the fast line segment detector and the non-iterative
approach [32,33], to detect vanishing point and the associated vanishing lines. With the output, we further remove
those outliers by checking whether or not each vanishing line
passes through the corresponding vanishing point. We then
group the vanishing lines into multiple clusters according
to the vanishing points. As can be seen, the vanishing lines
belonging to different clusters naturally give insight into the
geometric structure. However, it is still challenging to label
the regions by classifying them into several groups with different orientations, because the vanishing lines are usually
sparse and some can be incomplete due to ambiguous and low
contrast edge features that have weak response to edge filters.
When looking at an indoor environment, humans interpret the overall structure starting from recognizing planes
with different orientations. Most planes are imaged as quadrilaterals, though some may be occluded by their neighbors.
Motivated by human interpretation of image structure, a
heuristic reasoning method is brought forward to infer the
orientations of those flat and nearly flat regions. We extract
the hypothesis quadrilaterals which are exactly the projections of underlying rectangular planes in 3D as illustrated in
Fig. 4, by linking together those closely situated vanishing
lines. In the following, by quadrilaterals in the image plane,
we mean that they are the 2D projection of 3D rectangular
planes. We design a new approach for structure reasoning
by labeling the quadrilaterals indicating roughly the oriented
physical planes in the scene based on the following observations.
1

https://code.google.com/p/vpdetection/.
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Fig. 4 The storage cabinet includes three quadrilaterals as the projection of 3D rectangles with different orientations. By leveraging the
vanishing lines, we are able to extract these three quadrilaterals (right)

continuous labeling result, we formulate label computation in
terms of energy minimization. The energy function consists
of a data term which measures how well a certain of the three
labels fits each pixel, and a smoothness term which enforces
the constraint that labels vary smoothly almost everywhere
while preserving sharp discontinuities around edges. We
compute the data term for each pixel by one minus its confidence of having a certain label and calculate the smoothness
term for neighboring pixels as the previous image segmentation methods [21,34] have done. We obtain the final labels by
minimizing the energy function via multilabel graph cuts [2].
4.2 Orientation refinement by orientation-dropper

– If multiple vanishing lines in two different clusters are
spatially close to each other, they are likely to reside in
the same plane
– Ideally, four vanishing line segments, every two of which
are in the same group, can form a quadrilateral if they are
connected by their end points. However, in practice we
need to extend the vanishing lines due to incomplete line
segments. The quadrilateral thus obtained is more reliable
if the extended vanishing lines meet at a corner, detected
by Harris.
– Three vanishing lines, two of which belong to the same
group and another one falls into another group, can form a
quadrilateral as well since we can add one auxiliary vanishing line by imposing the constraint that the auxiliary
line passes by the corresponding vanishing point. Similarly, two vanishing lines in different groups can form a
quadrilateral by adding two auxiliary vanishing lines.
– The auxiliary lines, expanding the set of vanishing lines,
facilitate labeling their neighboring regions.
Although two or three vanishing lines can form a quadrilateral as discussed above, the quadrilaterals constructed by
four vanishing lines are more reliable. To account for this,
we assign the proposals of quadrilaterals with different confidence levels and estimate the orientation of each pixel in
a confidence-driven manner. We use {Q l|l=1,2,3 } to represent the set of quadrilaterals that have the same orientation.
For a pixel pi in a quadrilateral, we use Ci (l) to indicate its
label confidence falling into {Q l }. Assuming that pi resides
in a quadrilateral, Ci (l) is taken as the ratio of the length of
detected vanishing line segments on the quadrilateral to the
edge length of the entire quadrilateral. If pi falls into multiple quadrilaterals in the same group, we only take the one
that gives it the highest confidence.
The above process assigns each pixel three confidence values each of which indicate its probability of having either
of the three predominant orientations. It is reasonable to
assume that those neighboring similar pixels have similar
orientations. To enforce consistency of labels and achieve

We propose the orientation-dropper, which is an intuitive and
straightforward way to refine surface orientations of imaged
object. The orientation-dropper remedies those incorrect orientations of flat regions estimated by the geometric reasoning
process.
First, recall that the orientation of most flat regions in an
indoor scene is consistent with one of the three mutually
orthogonal vanishing directions, following the Manhattan
world assumption. We call these directions the predominant
orientations. It is thus very convenient to refine the orientations of such regions. With our orientation-dropper interface,
the user simply picks an orientation from the orientation set
which comprises three predominant orientations and assigns
it to the regions specified by the user in the image. To specify
a region, the user only needs to draw a line segment over the
region to be specified. Satisfying the constraint of vanishing
lines, the system then automatically determines a quadrilateral region, by taking the line segment as its diagonal line
and requiring that each pair of its opposite sides or their
extensions meets at one of the other two vanishing points.
Actually, the quadrilateral thus determined is the projection
of a 3D rectangle.
Normally, only a few strokes are marked up by the user for
each image to remedy the error of the above automatically

Fig. 5 Markup over the initially estimated orientation map. The user
simply draws a kind of line segment (red) over the initial orientation
map (left). By imposing the vanishing line constraint, the system automatically determines a quadrilateral which takes the line segment as its
diagonal line. The orientation map is then updated (right). Note that,
simply drawing a line segment may improve orientation estimation of
those nearby regions as well, as shown by this example
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estimated orientations. For example, six strokes are drawn
by the user in Figs. 9 and 11 requires seven strokes. Figure 5
shows an example of orientation interaction.

5 Model retrieval
We wish to find a 3D object model which has the similar
geometry with the imaged object. We first perform camera
calibration. By doing so, intuitively, the orientation distribution can be transformed into a normal map. Each object
with the same category to the object can be projected onto
the image plane using the obtained camera parameters. This
allows us to search a similar object by comparing the normal map of the imaged object with those of the projected 3D
object models.
5.1 Camera calibration
Camera calibration by vanishing lines has been studied for
many years [9]. With the vanishing lines detected on the
object, it is possible to infer the projected polygon of bounding box of the real 3D object. Our approach for estimating
camera parameters is to leverage the correspondence between
the projected polygon of 3D bounding box and its counterpart on the 3D bounding box. Exploring the correspondence
between a 3D cuboid and a 2D polygon in the image for
camera calibration works similar to [36]. In [36], the convex
hull of a scene object is approximated as a hexagon. The correspondences between the corners of the extracted hexagon
boundary and the corners of the cuboid are used to obtain the
initial calibration. How to obtain such a hexagon, however,
is not clearly exposed in this paper. For a concave object,
for example a table with four legs, it is not trivial to extract
such a hexagon, especially when some boundary edges are
not successfully detected due to partial occlusion or the weak
response to edge filters. In this case, the convex hull of a scene
object does not necessarily correspond to the projection of a
cuboid, as shown in Fig. 6.
Basically, we form the hypothesis of projection of its 3D
bounding box based on the detected vanishing lines on the
object, while enforcing the consistency to the projection of
a 3D bounding box. The projection of a 3D bounding box is
normally a hexagon, but it may be degenerated to a quadri-

Fig. 6 Estimation of bounding box. The convex hull of an object (left)
is not necessarily to be the projection of a 3D bounding box (middle).
By contrast, we infer the projection of its 3D bounding box successfully
(right)
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lateral, depending on the camera viewpoint. Every two edges
of such a hexagon belong to a particular vanishing direction
in the Manhattan world scene. That is, they two pass through
one of the three predominant vanishing points. Following
the above observation, we can infer a hexagon satisfying the
above constraints. Obviously, such a hexagon is not necessarily the convex hull of object boundary, but it can be viewed
as an expanded convex hull.
Each hexagon has six corner points in the image. Let Bi
denote the 3D bounding box of a real object. Its shape is
determined by its length, width, and height, and we represent
them as li , wi , and h i , separately. It is safely to assume that the
bounding box lies on the ground plane (floor), i.e., x y-plane.
y
Now, its state is determined solely by the translation (tix , ti )
and rotation θi around the z axis. Each bounding box Bi is
y
then associated with six parameters (li , wi , h i , tix , ti , θi ).
The relationship between a 3D point P and its projection p in the image is given by p = A[R; t]P, where A
is called the camera intrinsic matrix, and (R; t), called the
extrinsic parameters, are the rotation and translation which
relate the world coordinate system to the camera coordinate
system. The correspondences between the six corner points
of each hexagon and their corresponding corners of a 3D
bounding box Bi provide overall 12 constraints. For each
object, we then optimize the camera parameters together
with the parameters of each 3D cuboid in a nonlinear optimization whose objective function is the reprojection error of
each (visible) cuboid corner with respect to its corresponding
image point. We further consider the mutual relations across
different objects in the image and resolve the ambiguities by
minimizing the following joint quadratic objective function,


A[R; t]Pi j − pi j 2 .
{Bi }

(1)

j

In this way, we can get even more accurate calibration parameters.
By camera calibration, we not only obtain the intrinsic
and extrinsic camera parameters, but also recover the shape
parameters for each 3D object bounding box. Next, every 3D
model in the same category with the interest object is first
rescaled along its three predominant directions with respect
to the three-axis difference between its bounding box and
the bounding box obtained through camera calibration. The
rescaled 3D model is further projected onto the image plane
for matching with the imaged object based on normal distribution.
Note we do not require all objects in the indoor scene to
align with the three predominant directions of the scene. In
fact, we assume that all the objects stand on the ground, and
each has a free rotation around the gravity axis, so they have
the same vanishing point that aligns with the gravity axis. For
each object in the input image whose vanishing points do not

Indoor scene modeling from a single image using normal inference and edge features

agree with the scene, we detect lines within the segmented
region of the object. These lines are then used to get the
vanishing points.
5.2 Model retrieval
With the calibrated camera, the orientation distribution of the
interest object essentially represents its normal distribution,
which conveys a great deal of the underlying object geometry. Meanwhile, edge information implies the appearance
details of an object to some extent. With the help of normal
distribution and edge information, we propose to populate the
imaged object with 3D models in the database at appropriate
places in a data-driven manner. Now, our aim is to match the
segmented interest object to 3D models in the database to
find a similar 3D model for modeling. This is a 2D-to-3D
mapping problem. To make it tractable, each 3D model of
the same category with the object can be projected onto the
image plane by the calibrated camera. The problem is thus
transformed to retrieve a model that has a similar normal
distribution and edge information with the imaged object.
For each object, we aim to find a similar 3D model m̂

m̂ = argmax Sn (N I , Nm ) + λSe (E I , Em )

(2)

m

where Sn and Se represent the similarities of normals and
edges, respectively. λ is a weight balancing the two terms.
N I and E I denote normals and edges for the input image,
with Nm and Em for the rendered model image. λ is set to
1.5 in implementation.
We utilize both normal distribution and edge information
to retrieve the most similar 3D model with the input object.
For normal distribution, each object of the input image and

3D model from the database are all represented as normal
graphs, which enables us to search for the best matched models using an efficient graph matching algorithm (see Fig. 7).
The normal distribution of the input object is obtained by our
automatic orientation estimation method and further refined
by our interactive orientation-dropper, while the normal distribution of the 3D model is obtained with the calibrated
camera parameters. For edge information, we define the edge
similarity as the average consistency between the two edge
images.
5.2.1 Node similarity of normal graphs
A straightforward way to compare normal distribution is to
represent normal maps using histograms and resort to histogram matching. However, this can only produce a coarse
registration between the imaged object and the retrieved 3D
model. We wish to establish a one-to-one correspondence
between each flat or nearly region of the model and its corresponding region of the imaged object such that fine-grained
component-level object modeling is possible. In order to do
this, we represent the normal map with a graph representation
and resort to graph matching.
Graph matching is an important problem with wide applications. It is widely used in 2D and 3D object matching and
recognition problems. It is the process of finding a correspondence between the nodes and the edges of two graphs that
satisfies some constraints ensuring that similar substructures
in one graph are mapped to similar substructures in the other.
We represent each object region which is composed by
those connected pixels of the same normal as a node on the
graph. The similarity of two nodes Ni and N j can be formulated as
Snode (Ni , N j ) = ss (Ni , N j )sa (Ni , N j )s p (Ni , N j )

(3)

in which ss (Ni , N j ), sa (Ni , N j ) and s p (Ni , N j ) represent
the similarities of region silhouettes, region areas and centers of nodes Ni and N j , respectively. ss is computed as the
similarity of Hu moments of the two silhouettes. sa is calculated as


Area(Ni ) Area(N j )
min Area(O
,


)
Area(O
)
i
j


sa Ni , N j =
(4)
Area(Ni ) Area(N j )
max Area(Oi ) , Area(O j )
where Area(Ni ) and Area(N j ) are the areas of regions of
nodes Ni and N j , and Area(Oi ) and Area(O j ) are the areas
of object regions where nodes Ni and N j lie, respectively.
s p is computed as
Fig. 7 Retrieval for the 3D models with similar normal distribution by
graph matching



Dist(G i , G j )
s p Ni , N j = 1 −
max(L i , L j )

(5)
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sd is computed as
sd (E i j , E pq ) = 1 −

1

3

sc (E i j , E pq ) = 1 −

Fig. 8 The normal image for a sofa. The pixels inside region 1 have
the same normal, so do the pixels in region 3. Regions 1 and 3 are
abstracted as nodes of the normal graph, which are blocked by region 2
which contains different but continuous normals. Regions 1 and 3 are
considered as neighborhoods as they are close to each other, though
they do not have neighboring pixels

where G i and G j represent the gravity centers of regions of
nodes Ni and N j , respectively. Dist is the Euclidean distance.
L i and L j are the lengths of diagonals of 2D axis-aligned
bounding boxes of object regions for Ni and N j .
ss , sa and s p are all normalized to [0, 1], so Snode also
ranges from 0 to 1.
5.2.2 Edge similarity of normal graphs
Two nodes are connected by an edge if the corresponding
regions are neighborhoods. Intuitively, two regions are neighborhoods if they possess neighboring pixels. However, this
constraint is too strict for normal regions. Figure 8 shows
the normal image for a sofa. Although regions 1 and 3 are
completely blocked by region 2, it is reasonable to consider
them to be neighborhoods since they are close to each other.
For nodes Ni and N j , let Ci j denote the number of points
on silhouette of Ni whose distance with any one of the points
on silhouette of N j is less than τ . In practice, nodes Ni and
N j are connected with an edge if Ci j > δ and C ji > δ. τ
and δ are set to 20 and 40, respectively.
The similarity of two edges E i j connecting nodes Ni and
N j and E pq connecting nodes N p and Nq of normal graphs
is calculated as
Sedge (E i j , E pq ) = sl (E i j , E pq )sd (E i j , E pq )sc (E i j , E pq )
(6)
in which sl (E i j , E pq ), sd (E i j , E pq ) and sc (E i j , E pq ) represent the similarities of lengths, locations, and affinities of
edges E i j and E pq , respectively.
sl is computed as
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min(Ci j + C ji , C pq + Cq p )
.
max(Ci j + C ji , C pq + Cq p )

(8)

where G i j and G pq are the average locations of neighboring
points on edges E i j and E pq , respectively.
sc is computed as

2

sl (E i j , E pq ) =

Dist(G i j , G pq )
max(L i , L p )

(7)

Abs(Di j − D pq )
2τ

(9)

where Di j represents the distance between the regions E i j
links, and D pq is defined similarly.
Similarly, sl , sd and sc are all normalized to [0, 1].
5.2.3 Graph matching
Without loss of generality, we use G I = {N I , E I } and
G M = {N M , E M } to denote the graph representations of
normal maps of an object and a projected 3D model with
the same category to the object in the database, separately.
We use kiN1 i2 to denote the similarity between the i 1 th node
of G I and i 2 th node of G M . The similarities between every
pair of nodes in G I and G M then form a node affinity matrix
K N ∈ Rn I ×n M . Similarly, we have an edge affinity matrix
K E ∈ Rm I ×m M for measuring the similarity of every edge
pair between the two graphs. kcE1 c2 represents the similarity
between the c1 th edge of G I and c2 th edge of G M .
Our graph matching problem consists of finding the correspondences between the nodes of G I and G M that maximize
the following score function:


xi1 i2 kiN1 i2 +

i1 i2


i 1 =i 2 , j1 = j2

xi1 i2 x j1 j2 kcE1 c2

(10)

where X is an indicator vector such that xi1 i2 = 1 if the
i 1 th node of G I is matched with i 2 th node of G M , otherwise
xi1 i2 = 0.
The above score function can be rewritten as a quadratic
form, with which our goal is to optimize the following
quadratic score function:
max x T Kx,
X

(11)

where K ∈ Rn I n M ×n I n M encodes the pair-wise similarity
between nodes and edges.
X is required to be a one-to-one mapping, i.e., X1n M ≤
1n I and XT 1n I ≤ 1n M . We further impose a normal compatibility constraint ensuring that nodes with the same normal
on G I cannot be matched with two different kinds of nodes
on G M .
We optimize our graph matching problem using the factorized graph matching method [37] which exploits the
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properties of factorized affinity of the graph matrix to reduce
the computation cost of quadratic optimization. Since our
graph normally has a small amount of nodes and edges, the
matching result can be obtained efficiently.
The matching score is normalized to [0, 1] by being
divided by the half number of all nodes and edges. In addition
to a matching score, the graph matching method also yields
a one-to-one correspondence between each region (node) of
the object and its corresponding region of the model.
5.2.4 Edges
Figure 1 shows a table and an office chair whose normals are
hard to interact with. Under this condition, normal matching
is difficult. While edges which reflect appearance details can
be obtained easily, this feature is further used to obtain a
better and more robust modeling result, given the candidates
of models obtained by the graph matching process.
We detect edges [38] for the input image and render normal
images of 3D models. We select the normal image instead
of model image for two reasons. First, edges usually appear
where normals are not continuous. Second, normal is robust
to the changes in illumination, material, and texture.
For edge images of two regions U and V , the edge similarity of the two regions Se (Eu , Ev ) is defined as the average
consistency between the two edge images. For a pixel p in
the edge image of region U , its consistency with the other
region V is defined as
C( p, V ) = 1 − min(Dist(P, V ( p)))

(12)

where P is a small squared patch of U centered at p, and
V (P) represents a set of squared patches of V with the same
size centered at pixels in the neighborhoods of p. Dist is
the Euclidean distance, and Dist(P, V ( p)) are normalized
to [0, 1].
In implementation, we compare the edge maps of the
image object and the rendered normals of retrieved models, thus obtaining edge similarity. The best matched model
is the one with the highest similarity score computed with
Eq. 2.

6.1 Modeling results
In Fig. 2, we show our result of semantic modeling for a
typical scene of living room with five pieces of furniture,
including two sofas, a coffee table, a side table, and a storage cabinet. All the objects are reliably reconstructed, even
though some objects such as the armchair and the cabinet
are severely occluded by other furniture. This shows that our
system is effective in handling partial occlusion.
Figure 3 shows the result for a bedroom image. The bed,
side table, and cabinet are modeled correctly. A part of the
cabinet is occluded by the bed, leading to incomplete graph
representation. We successfully estimate the projection of
its real bounding box and compute the bounding box with
the calibrated camera. The cabinet is modeled by deforming the retrieved model according to the difference between
our recovered bounding box and the bounding box of the
retrieved model. Another example for modeling from a bedroom image is demonstrated in Fig. 9. In this example, a bed,
a bench, a nightstand, and a TV stand are correctly modeled.
Figure 10 shows the result for an image of a 6-piece dinning set which includes a dinning table, four chairs, and a
bench. There are severe occlusions for the three chairs behind
the table, making estimation of the projections of their bounding boxes challenging. Their positions are still reasonably
estimated by using our approach, and the retrieved chairs are
put in the right places in the scene. This example also demonstrates that our method is capable of modeling objects with
non-flat parts. The curved back of the chair is not consistent
with either of the three world axes.
Figure 11 shows a typical office scene with four-piece
furniture. Most objects are correctly modeled. As we can
see from this figure, a part of the bookcase behind the office
desk is occluded by the desk, and another bookcase is partly
occluded by the side table as well. Our approach successfully

Fig. 9 Our result for a bedroom image

6 Experiments
In this section, we first present experiments for semantic
modeling of indoor scenes on a variety of indoor images.
Second, we show that model retrieval with both normal distribution and edge information is more effective than using
either of them only. Third, we compare our method with three
alternative methods for 3D model retrieval. At last, we compare the performance on orientation estimation with [20].

Fig. 10 Our result for an image of a 6-piece dinning set
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more different kinds of object models. This will improve the
accuracy of our reconstructed scenes.
6.2 Retrieval with normals only

Fig. 11 Our result for a typical office scene

The normal information essentially conveys a great deal of
geometry and structure of the objects. However, normals are
hard to evaluate and interact with for some objects, such as
the table and office chair in Fig. 1.
Moreover, as we only consider the normals that align to
the three predominant orientations of an object, the other
normals are difficult to interact with and will be ignored.
However, these mussy normals reflect appearance details of
an object. This leads to the retrieval result that possesses
a similar normal distribution but quite different appearance
details compared with the input object.
Figure 13 shows an example of retrieval with only normals. As we can see, the models retrieved with only normals
have quite similar normal distribution, while the appearance
details differ from the input image much.
6.3 Retrieval with edges only
The edge information reflects appearance details of an object
to some extent. However, its ambiguity can affect the retrieving results. Besides, edges are not sufficient to convey the

Fig. 12 More results

computes the positions of all the four objects. The 3D scene
we recover looks similar to the real scene.
Figure 12 shows more results. Our approach achieves
plausible modeling results.
Note that, currently, the 3D model database we have
collected only consists of 11 categories. This limits our applicability to some kinds of objects, such as the cups and bottles.
We plan to expand the 3D database in future to comprise
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Fig. 13 Comparison between the results obtained using only normals
and both normals and edges. The input image and its normals labeled by
the user are shown in row 1. The second row shows the models retrieved
with only normals (left) and both normals and edges (right). As we can
see, we obtain a model possessing a similar normal distribution but quite
different appearance details with the input image with only normals,
while retrieval with both normals and edges can achieve a much better
result

Indoor scene modeling from a single image using normal inference and edge features

Fig. 14 Comparison between the results obtained using only edges and
both normals and edges. The first row shows the input image and its
edges, and the second row displays the matched models retrieved with
only edges (left) and both normals and edges (right). We can see that
the input image and the model retrieved with only edges have similar
edges while the two sofas have different structures. However, the model
retrieved with both normals and edges possesses the similar structure
with the input image

main structure of an object. Two objects with very similar
edges may differ much in structure. Figure 14 shows two
sofas that have similar edges, but quite different structures
and normals, while retrieval with both normals and edges
remains the structure better.
6.4 Comparison with other methods
We also compare our method with three alternative methods
for 3D model retrieval, including the methods based on silhouette, HOG [6], and discriminative visual elements [1].
We first put each input object to be modeled on a white
background (as shown in Fig. 15a). For silhouette and HOG,
we compute the Hu moments of the silhouettes and HOG
features for both the input object and all rendered model
images, respectively. We choose the one with the minimum
distance (maximum similarity) with the input object as the
final result (for Hu moments we use Euclidean distance and
for HOG we use cosine similarity). For discriminative visual
elements, we select a few of the most discriminative patches,
accompanied with the trained classifiers for the each object.
Similarly, the rendered model with the maximum classifier
score is selected.
Figure 15 compares our method with the other three
methods. As can be seen, the outputs with silhouette feature have very similar silhouettes with the input objects,

Fig. 15 Comparison with three other methods. a Input images. b The
retrieval results with silhouette as the feature. c The retrieval results with
HOG as the feature. d The retrieval results with discriminative visual
elements [1]. e Our results

while the internal structures may differ from the imaged
objects largely (Fig. 15b). On the contrary, the HOG feature
mainly considers details, while the overall structure may be
ignored (Fig. 15c). The retrieval with discriminative visual
elements shows competitive results (Fig. 15d). This learning
method establishes part-level as well as global correspondences between images, but it may fail when the rendered
model images have similar gradients but quite different normals with the input object (last two models in Fig. 15d). Our
results are shown in the last column. Since both the normal
distribution and edge information are taken into account, the
retrieval results possess not only similar outlines but also
internal structures. More importantly, our retrieved models
have more similar normal distributions with the input objects
than the models obtained with the other three methods, which
intrinsically convey the structure and function of (the part of)
object (last two models in Fig. 15e).
6.5 The performance on automatic orientation
estimation
We analyze the performance of orientation estimation
described in Sect. 4.1. Note that the orientations are acquired
without any user interaction in this step. We have compared
with the method by Lee et al. [20] which has shown remarkable performance on orientation recovery by vanishing lines.
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Fig. 16 Comparison between our automatic orientation estimation
method without further interactive refinement involved and [20] on 30
images in terms of precision and recall

[Lee et al. 2009]

Our results

Groundtruth

Fig. 17 Comparison to [20] on automatic orientation estimation. From
left to right: the results by Lee et al. [20], our results, and the user
annotated ground truth, separately

We measure the performance on overall 30 indoor images
randomly selected from the dataset,2 and use the results on
these images refined using our orientation-dropper tool as
the ground truth. Figure 16 shows the precision and recall for
both methods. As can be seen, our approach achieves comparable performance compared with [20], and specifically,
our recall is much higher than that of Lee et al. [20].
Figure 17 shows the results on two images. Obviously,
our results are more accurate than those by Lee et al. [20].
The method in [20] adopts a conservative strategy, as can
be seen from their results that some regions (black) are left
blank. This means that such pixels are not assigned any label.
The reason is that the pixels in those blank regions do not
receive enough support from detected vanishing lines. By
contrast, we hypothesize the proposals of quadrilaterals as
the projections of 3D rectangles. The set of quadrilaterals
are expanded by the extended vanishing lines. Each pixel is
assigned three confidence values indicating its probabilities
on the three predominant directions, and the final labels for all
image pixels are obtained by solving an energy minimization
formulation via multilabel graph cuts.
2

http://vision.cs.uiuc.edu/~vhedau2/Research/data/groundtruth.zip.
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Fig. 18 3D bounding boxes are not correctly detected because of
severe occlusion (left) or the violated Manhattan condition (right)

7 Limitations
Our system has several limitations. First, the proposed
method requires the user to help segment the input image into
a set of interest regions and label each region with a known
object class. These are well-studied problems in computer
vision, and future work can combine these with our approach.
By doing so, user interaction can be minimized since the
user only needs to edit the results when automatic solutions
are not satisfactory. Second, as shown in our experiments,
our approach is robust to partially occluded objects, but will
be frustrated if the objects are severely occluded. To handle
this, a feasible solution is to use another photograph which
exposes prominently such objects as a complement to the first
image. Third, our method can only handle objects standing on
the ground. For the objects that are not on the ground, the proposed method would fail in the camera calibration step. Last,
our approach works best with the Manhattan world scenes
and for those man-made objects where vanishing lines are
present and can be successfully detected (see Fig. 18).

8 Conclusion
We have proposed a novel framework for semantically modeling the indoor scene from only a single input image. We
have shown that a reasonably accurate normal map of each
interest object can be obtained through geometric reasoning
combined with simple, intuitive, and moderate user interaction. This allows us to populate the imaged object with
the 3D model with the similar normal distribution and edge
information in a data-driven manner. Our experiments show
that we can reliably recover the geometry of each interest
object even for cluttered and complex indoor scenes. In the
future, we would like to tie 3D scene reconstruction and
object recognition into a unified framework for a complete
scene interpretation.
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