Feature-sensitive tetrahedral mesh generation with guaranteed quality

Jun Wang, Zeyun Yu

*Department of Computer Science, University of Wisconsin, Milwaukee, WI 53211, USA

ABSTRACT

Tetrahedral meshes are being extensively used in finite element methods (FEMs). This paper proposes an algorithm to generate feature-sensitive and high-quality tetrahedral meshes from an arbitrary surface mesh model. A top-down octree subdivision is conducted on the surface mesh and a set of tetrahedra are constructed using adaptive body-centered cubic (BCC) lattices. Special treatments are given to the tetrahedra near the surface such that the quality of the resulting tetrahedral mesh is provably guaranteed: the smallest dihedral angle is always greater than 57.7°. The meshes generated by our method are not only adaptive from the interior to the boundary, but also feature-sensitive on the surface with denser elements in high-curvature regions where geometric features most likely reside. A variety of experimental results are presented to demonstrate the effectiveness and robustness of this algorithm.

© 2012 Elsevier Ltd. All rights reserved.

1. Introduction

The finite element method (FEM) has been a very popular numerical approach for solving partial differential equations in many applications. There is an increasing need on quality and adaptive tetrahedral mesh generation, as the success and efficiency of FEM-based simulation relies largely on the quality and adaptivity of tetrahedral meshes being used. Typically, the accuracy and stability of the numerical solution are mainly affected by the shape of the worst tetrahedral element. The quality of a tetrahedral element is commonly measured in terms of minimal and/or maximal dihedral angles—too small and too large angles would lead to higher instability and less accuracy of the solution. Therefore, having a lower (or equivalently upper) bound of the dihedral angles in a tetrahedral mesh is important in correctly and effectively solving a linear system [1]. In addition, to reduce the computational time, the number of tetrahedral elements should be as small as possible while important geometric features should be faithfully retained. Taking these factors into account, we propose in this paper a robust and general meshing algorithm to generate feature-sensitive, adaptive, and high-quality tetrahedral meshes from an arbitrary surface mesh. Fig. 1 shows an example of tetrahedral mesh generation from a Greek sculpture surface mesh.

In the last two decades, an extensive study on tetrahedral mesh generation has been performed [2,3]. The related techniques can be classified by the general strategies they employ, including Delaunay-based, advancing-front-based, and octree-based methods. The Delaunay-based methods usually attempt to distribute a set of vertices in the domain, which are then triangulated by using the Delaunay triangulation [4]. During this process, additional vertices could be iteratively added if needed. This technique is very successful in 2D mesh generation, but may not work very well in generating high quality 3D tetrahedral meshes, where some nearly degenerate elements known as slivers often occur. Miller et al. [5] proposed a sphere-packing technique for Delaunay-based mesh generation, refinement and coarsening. It generates its final vertex set before triangulating it. This algorithm has provable bounds; however, it might stop early if fewer vertices are needed than the theory suggests. Borouchaki et al. [6,7] designed an anisotropic mesh generator to support more general mesh anisotropy throughout the domain. Chew [8] presented an algorithm to eliminate slivers by adding points in a randomized manner. This algorithm produces constant density meshes. Additionally, it does not address the slivers completely. Shewchuk [9] gave a comprehensive overview of the Delaunay-based methods and analyzed why the theoretical results could not be realized in practice. Cohen-Steiner [10] proposed an algorithm that can triangulate any polyhedral domain with Delaunay tetrahedra though without any quality guarantee. Cheng et al. [11] applied a sliver exudation technique to remove poor tetrahedra. Later, Cheng et al. [12] combined the sliver exudation method with the Delaunay refinement to give a deterministic algorithm to mesh bounded domains with tetrahedra. Similarly, Oudot et al. [13] took advantage of the sliver exudation method to improve the quality of tetrahedral meshes. The sliver exudation usually can remove most of the poor tetrahedra, however, it cannot remove all of them and the tetrahedra with dihedral angles less than 1° occasionally exist [14]. Alliez et al. [15] designed a Delaunay-based variational...
method to generate isotropic tetrahedral meshes, mixed with a constrained relaxation on the domain boundary. The method is shown to generate nicely-shaped tetrahedra throughout the domain, however, the slivers could survive near the domain boundary. Dardenne et al. [16] adopted the variational method to produce tetrahedral meshes from discrete data. Tournois et al. [17] proposed an effective meshing algorithm by interleaving Delaunay refinement and mesh optimization strategies. From their results, the slivers with small dihedral angles still appear around the domain boundary. In addition, Freitag et al. [18] adopted the techniques of optimization-based smoothing and topological transformations to generate quality tetrahedral meshes, but again the dihedral angles less than 1° sometimes still exist.

Advancing front-based methods start from the boundary of a domain and insert new Steiner points inside the domain so that the generated tetrahedra have acceptable shapes and sizes that conform to the desired sizing function [15,19,20]. With these methods, the quality of this surface triangulation has a large impact on the following three dimensional algorithm's performance. Poorly shape surface triangles will engender ill-shaped tetrahedra. Frey et al. [19] designed a method for improving the mesh quality by imposing the Delaunay triangulation on the advancing front methods. Li et al. [21] used a variant of the advancing front method, referred to as bubble packing, to generate tetrahedra. This method produces good tetrahedron shape and size, but the computational cost increase significantly and the dihedral angles of generated tetrahedra are not discussed. Marcum et al. [22] combined the Delaunay and advancing front methods to generate tetrahedra, in which a Delaunay triangulation was constructed and used as a background mesh. New vertices were inserted using the advancing front method. The approach is fast but the quality of the generated tetrahedral mesh is not always good. Ito et al. [23] proposed a robust isotropic tetrahedral mesh generation method using advancing front strategy. At the end of the mesh generation process, the angle-based smoothing approach is adopted to improve the resulting mesh quality. As a result, the mesh quality could be enhanced to some degree. However, bad tetrahedra with small dihedral angles (e.g. 1°) still survive occasionally. In addition, all advancing front techniques encounter difficulties dealing with front-merging, which, however, may occur near the high curvature regions of the boundary [24–26].

Octree-based methods try to subdivide the domain enclosing the given mesh recursively until certain stopping criterion is reached. Yerry and Shephard [27] pioneered the octree-based mesh generation algorithms. Fuchs [28] and Naylor [29] proposed a meshing method based on the body-centered cubic lattice, and obtained the high quality tetrahedra. Schneiders et al. [30] presented an algorithm for hexahedral mesh generation, which starts with an octree discretization of the interior of the input object and then the isomorphism technique is exploited to adapt the mesh to the object boundary. Boyd et al. [31] proposed an automated method to generate volumetric mesh from voxel-based image data based on octree-based techniques. Ito et al. [32] developed an octree-based mesh generator to automatically create hexahedral meshes from triangulated surface meshes without any sharp geometrical features for computational structural mechanics simulations. In the paper, a set of refinement templates is given to create geometry without producing many extra elements, and a buffer layer is inserted on an octree core mesh and node smoothing is applied to improve the final mesh quality. Since the smoothing method is exploited as a post-processing step, the mesh quality could be improved, while there is no hard guarantee.

Molino et al. [26] exploited a crystalline, red–green strategy to decompose deformable objects with tetrahedra, in which an iterative optimization procedure was used to deform the tetrahedra so that they conformed to the boundary. This iterative method is non-trivial from the computational point of view. Although the dihedral angles shown in the experimental data were within (13°, 156°), no guarantee was provided.

Zhang et al. [33,34] proposed an effective algorithm to extract adaptive and quality 3D meshes from 3D imaging data by using the dual contouring and octree-based methods. The mesh generated by their method is non-uniform on the boundary and adaptive inside. However, the dihedral angles are not guaranteed in the resulting tetrahedra especially those near the surface.

Labelle and Shewchuk [35] presented an iso-surface stuffing algorithm to generate tetrahedral meshes where the dihedral angles are bounded by (10.7°, 164.8°). It is the first method
offering guarantee on dihedral angles. However, when non-uniform tetrahedra on the surface boundary are preferred, the range of dihedral angles becomes $(1.66^\circ, 174.72^\circ)$.

### 2. Tetrahedral mesh generation algorithm

Our tetrahedral mesh generation algorithm is based on the body centered cubic (BCC) tetrahedrallattice, a common crystal structure in nature with many desirable properties [26]. The BCC lattice is constructed by adding a new node at each cell center and connecting it to the eight vertices of the cell and six neighboring cell centers. The BCC lattice is highly structured and computationally efficient, and has been utilized in various types of numerical simulation. When dealing with a bounded domain, however, the BCC lattice must be carefully remeshed near the domain boundary so that the tetrahedral mesh generated agrees with the given boundary. To this end, our method consists of the following four steps (see Fig. 2 for a two-dimensional illustration):

1. Subdivide the octree of an input surface mesh based on Euclidean distance transformation. A few geometric properties of the input mesh are utilized to refine the subdivision adaptively from interior to boundary, and from low curvature to high curvature areas.
2. Compute the sign of every node in the BCC lattice. For each edge of the BCC grid, if the corresponding signs of the two endpoints are different, then calculate the cutting (intersecting) point where the edge crosses the input surface mesh.
3. Detect the cutting points that are “too close” to the original BCC nodes and snap them to the corresponding nodes. Equivalently, we adjust the sign of that node to zero. We refer to this process as cutting point snapping.
4. Decompose the boundary polyhedra into tetrahedra. For each BCC tetrahedron, if all signs of its vertices are negative (meaning “outside”), we ignore it (we assume that only the interior tetrahedralization is of interest). If all signs are positive (meaning “inside”), we leave it as the final tetrahedron. Otherwise, the tetrahedron is split by the input surface mesh into inside and outside parts and we further decompose the inside part (a polyhedron) into tetrahedra.

#### 2.1. Constructing BCC lattice

A cubic bounding box of the input surface mesh is first generated and then subdivided by using the top-down octree-based strategy. To make non-uniform tetrahedral meshes on the surface, some geometric criteria, such as the curvature and the size of triangles on the surface, are considered as well. In addition, the depth of the octree subdivision is greater as the nodes get farther away from the surface. A conforming condition is enforced so that the depth-disparity between face-adjacent octree leaf nodes is never greater than 1. As a result, we have two cases to consider:

- **0-depth-disparity**. For the common face of two adjacent leaf nodes, we consider the four edges of the face. If all four edge-adjacent leaf nodes of one edge have the same depth, we use the traditional way to construct the BBC tetrahedron; that is, using the center points of the two face-adjacent nodes and two end points of this edge to form a tetrahedron (see Fig. 3(a)). Otherwise, two BCC grids are constructed by using the middle point of the edge (see Fig. 3(b)).
- **1-depth-disparity**. We split the common quadrilateral face of two adjacent leaf nodes into two triangular faces along its diagonal. The center point of each leaf node, together with three vertices of each split triangular face, comprises one BCC grid (see Fig. 3(c)).
2.2. Snapping cutting points

After the BCC lattice is constructed, we compute the scalar value for each vertex of the tetrahedra using the Euclidean distance transformation to the input surface mesh $S$. Each vertex is associated with a sign: positive (inside $S$), negative (outside $S$), and zero (on $S$). For interior tetrahedra, where all vertices are labeled with ‘+’ sign, we consider them as the final tetrahedra. Tetrahedra with all vertices labeled with ‘−’ sign are removed. Then, the remaining problem is how to deal with the BCC grids crossing the surface mesh. To this end, we borrow the idea of the marching cube technique to split the boundary tetrahedra into inside and outside parts.

According to the marching cube method, if the signs of two endpoints of one edge are different, there must be an intersection point between the edge and the original surface mesh. We refer to the intersection point as a cutting point. The marching cube algorithm is able to produce smooth triangular faces but some of the resulting angles may be extremely small. Consequently, the decomposed tetrahedra containing such triangular faces would have small dihedral angles. It is observed that a triangular face with small angle occurs when two vertices of the triangle are “too close” to a BCC lattice grid while the third vertex is far away from the grid. To eliminate these triangular faces, we change to zero the scalar values of the vertices that are too close to the BCC grids, which is equivalent to snapping those vertices to the corresponding BCC grids. To measure how close is “too close”, we take the following strategy. For each cutting point, we calculate its associated lambda values to the end points of the corresponding edge. In Fig. 4, we show as an example a cutting point $p$ on the edge $v_1,v_2$. One lambda value of $p$ to $v_1$ is computed as $\lambda_1 = \frac{|p - v_1|}{|v_1 - v_2|}$; the other lambda value to $v_2$ is $\lambda_2 = \frac{|p - v_2|}{|v_1 - v_2|}$. If $\lambda_1$ is less than a threshold value $\lambda$, then we set the scalar value of $v_1$ as zero, i.e., snap $p$ to $v_1$. If $\lambda_2$ is less than $\lambda$, we snap $p$ to $v_2$. Otherwise, we skip this cutting point.

Although this modification (the snapping approach) can generate better dihedral angles, the price paid is that the resulting surface mesh is not as smooth as the one generated by the original algorithm. This will be addressed later.

2.3. Decomposing boundary BCC grids

After snapping the cutting points, we get the new signs of the BCC lattice grids. The tetrahedra that are completely outside the input surface are removed and those completely inside are kept. The inner parts of the tetrahedra across the surface form various types of polyhedra, which are further decomposed into tetrahedra. Fig. 5 lists all possible cutting polyhedral stencils. In some cases there are more than one possible stencil, where the quadrilateral faces could be bisected into triangles in different ways. Taking for example the case (e) in Fig. 5, the inside polyhedron can be split into two tetrahedra with two different methods, see Fig. 6. One way is along vertex $1–2–7$; the other way is along $1–3–6$. As a result, two pairs of tetrahedra are generated in Fig. 6(c), (e).

There are different ways to decompose a polyhedron into tetrahedra. Taking the dihedral quality of tetrahedra into consideration, we employ an optimal scheme described below. Note that ambiguous cases always occur at the quadrilateral face of the polyhedron containing two cutting points. Suppose a triangle with vertex $(a, b, c)$ and two cutting points $p_1, p_2$ on edge $ab$ and $ac$, respectively (see Fig. 7(a)). The quadrilateral face of the polyhedron is composed of vertex $b, c$ and cutting point $p_1, p_2$. We calculate the lambda values $\lambda_1 = \frac{|p_1 - a|}{|b - a|}, \lambda_2 = \frac{|p_2 - a|}{|c - a|}$ for $p_1, p_2$. If $\lambda_1$ is less than $\lambda_2$, we then split the quadrilateral face along the diagonal $p_2b$; otherwise, the face is divided along the diagonal $p_1c$ (see Fig. 7(b), (c)).

In particular, the case (c) in Fig. 5 has more variations, see Fig. 8. If $\lambda_3 > \lambda_4$ and $\lambda_4 > \lambda_5$, there is an unique way to decompose the polyhedron $(2–3–5–6–7–8)$ into tetrahedra, according to the optimal split criterion above, i.e. $(2–7–8–6), (2–8–5–6)$.
Fig. 6. Decomposing an inside polyhedron in different ways.

Fig. 7. Splitting the quadrilateral face of a polyhedron \( p_1 b c p_2 \). (a) Point \( p_1, p_2 \) are cutting points and their lambda values are \( \lambda_1, \lambda_2 \), respectively. (b) When \( \lambda_2 \) is greater than \( \lambda_1 \), then split the face along \( p_2 b \); (c) Otherwise, split the face along \( p_1 c \).

Fig. 8. The decomposition of the case(c) in Fig. 5. (a) \( \lambda_6 > \lambda_7 \) and \( \lambda_8 > \lambda_5 \); (b) \( \lambda_6 > \lambda_7, \lambda_5 > \lambda_8 \) and \( \angle(5-68-7) > \angle(6-57-8) \); (c) \( \lambda_6 > \lambda_7, \lambda_5 > \lambda_8 \), and \( \angle(5-68-7) \leq \angle(6-57-8) \).

and (3–7–8–2), see Fig. 8(a). However, if \( \lambda_6 > \lambda_7 \) and \( \lambda_5 > \lambda_8 \), only one tetrahedron can be decomposed accordingly, i.e. (2–3–5–6), and for the remaining polyhedron (2–3–6–7–8), there are two ways to decompose it: one is to connect 6–8, and the other is to connect 5–7. Here, we calculate two dihedral angles: \( \angle(5–68–7) \) and \( \angle(6–57–8) \). If \( \angle(5–68–7) > \angle(6–57–8) \), we decompose (2–3–6–7–8) along 3–6–8 (Fig. 8(b)); otherwise, along 3–5–7 (Fig. 8(c)). By this way, the case(c) in Fig. 5 can be decomposed optimally.

The combination of the snapping technique and the optimal decomposition strategy gives good dihedral angles both inside and on the surface. However, as we mentioned earlier, the snapping method results in good angles but less smooth surface. We thus utilize the normal-based surface smoothing technique [36] to reduce the bumpiness on the surface of the tetrahedral mesh. To keep the good dihedral angles already achieved, we restrict the smoothing (or vertex-moving) to where no worse dihedral angles are introduced.

3. Adaptivity and angle guarantees

3.1. Adaptive tetrahedra

In finite element applications, the computational time is mainly affected by the number of tetrahedra in a mesh. By using the octree refinement strategy, the tetrahedral mesh generated is adaptive inside the domain and on the boundary of the mesh as well. As the top-down octree subdivision is used in our method, we enforce the constraint that the depth-disparity between face-adjacent leaf nodes of octree is never greater than 1. As a result, the tetrahedra get coarser and coarser from the boundary to interior of the domain.

To guarantee the adaptivity of tetrahedral meshes on the domain boundary, we consider two criteria: triangle size of the input mesh and the flatness of the surface. On one hand, we determine whether there is at least one triangular face contained in each octron during the subdivision. If there is no triangular face in the octron, then we stop subdividing this octron. On the other hand, let \( N = \{ n_i | i = 0, 1, 2, \ldots, m \} \) be the normal vectors of all triangular faces contained in an octron, we define the flatness metric as follows:

\[
f = \max ( n_i - n_j ).
\]  

If the flatness \( f \) is greater than a pre-defined threshold, we further subdivide the octron; otherwise, stop subdividing it. Therefore, the resulting tetrahedra are denser in high curvature areas of the input mesh and sparser in low curvature areas. Fig. 9 gives a two-dimensional illustration of our octree subdivision method.

3.2. Minimal dihedral angles

Our method offers a guarantee that all tetrahedra it generates have good dihedral angles. There are only a few cases to test from the BCC lattice, but there is an infinite number of positions where a cutting point might be located. To simplify the analysis, we take advantage of a computer-aided proof method to verify the angle bound as detailed below.

The vertex of each generated tetrahedron is located either on the vertex, or on the edge of a BCC grid. Fig. 10 gives two types of those vertices, \( v_1, v_2, v_3 \) is fixed on the vertex of the tetrahedron \( abcd \). Originally, \( v_2 \) could be placed anywhere on the edge \( ad \). Because the cutting-point snapping strategy is adopted,
Fig. 9. A two-dimensional illustration of the adaptive octree subdivision. Note that the density of tetrahedra gets higher from interior to boundary, and from low curvature to high curvature areas of the input mesh.

\( v_2 \) is limited in the segment \( ef \) where \( \frac{|de|}{|af|} = \frac{|ad|}{|de|} = \lambda \). We sample \( ef \) into a finite number \( n_s \) of points and thereby \( v_2 \) could be placed on any of these sampling points. Therefore, the maximal number of cases for each tetrahedron would be \( n_s^4 \), where all four vertices are located on the four edges of a BCC grid. Based on this idea, we have written a program to estimate the worse-case dihedral angles for each tetrahedron.

According to the snapping strategy, the worse-case dihedral angles are dependent on the value of \( \lambda \). Taking the symmetry into consideration, the BCC grid tetrahedra could be simplified into three general cases (see Fig. 11). In particular, the minimal dihedral angles for specific values of \( \lambda \) are shown in Table 1, where we can see that the bigger the value of \( \lambda \), the bigger the minimal dihedral angle. However, we should notice that a big value of \( \lambda \) would lead to high bumpiness of the boundary mesh due to vertex snapping. Therefore, there is a “trade-off” between the minimal dihedral angle and the smoothness of the surface boundary. Based on our experience, \( \lambda = 0.2 \) generally produces favorable results with \( n_s \) as 200 and \( \lambda \) as 0.2, we have obtained the minimal dihedral angle for each case in Fig. 5, and verified that the overall minimal dihedral angle is 5.71° (see details in Fig. 12).

4. Results and discussion

All algorithms described have been implemented in Visual C++ and OpenGL and run on a PC with 1.8 GHz CPU and 2 GB RAM.

A user-friendly GUI has been created encapsulating the implemented algorithms and will be made publicly available to the research community. We have tested our algorithm on a variety of 3D surface mesh models, and presented a couple of results in this section.

Fig. 13 gives the tetrahedral mesh generation result from a molecular surface mesh (2CMP), randomly chosen from the Protein Data Bank (http://www.rcsb.org). The original surface mesh in Fig. 13(a) is generated using the approach described in [37], and smoothed with the method in [38]. From the cut-view result, we notice that the tetrahedral mesh is adaptive from interior to boundary. The angle histogram of the original surface mesh is shown in Fig. 13(a), while Fig. 13(b), (c) give the angle histograms of the boundary surface mesh and the tetrahedral mesh. The majority of the tetrahedra are inside the surface mesh, and the dihedral angles for those standard tetrahedra are fixed, where the minimal one is 45°. To compare the histograms in a more sense, the angles of these interior tetrahedra are excluded in the histograms shown in this paper. From the histograms, the angle quality of the surface mesh has been improved, and the dihedral angles of all tetrahedra are greater than 7.21° (see Fig. 14). Fig. 15 shows the tetrahedral mesh generation result from the Stanford bunny model, and Fig. 16 gives the corresponding angle histograms of the surface mesh and the tetrahedral mesh. The tetrahedral mesh in this example is non-uniform on the surface boundary.

Table 1

<table>
<thead>
<tr>
<th>( \lambda )</th>
<th>0.1</th>
<th>0.2</th>
<th>0.3</th>
<th>0.4</th>
<th>0.5</th>
</tr>
</thead>
<tbody>
<tr>
<td>Minimum dihedral angle</td>
<td>2.862</td>
<td>5.717</td>
<td>8.565</td>
<td>11.422</td>
<td>14.312</td>
</tr>
</tbody>
</table>

Fig. 10. The demonstration of computer-aided proof for minimal dihedral angle calculation.
Fig. 12. The minimal dihedral angle for each case in Fig. 5. The minimal dihedral angle is 5.717038° if we set \( n_s = 200 \) and \( \lambda = 0.2 \). The corresponding relationship to the cases listed in Fig. 5 is: (a) to Fig. 5(a); (b) to Fig. 5(b); (c) to Fig. 5(c); (d) to Fig. 5(d); (e) to Fig. 5(e), (f); (f) to Fig. 5(g), (h) and (i).

Fig. 13. Tetrahedral mesh generation from the 2CMP molecular model. (a) The original surface mesh; (b) Tetrahedral mesh and (c) The cut-view of the tetrahedral mesh. Note the adaptivity from the interior to the boundary of the mesh.

Fig. 14. Angle histograms of (a) the original 2CMP molecular mesh, (b) the boundary surface mesh of the generated tetrahedral mesh, and (c) the histogram of the dihedral angle of the tetrahedral mesh.

To demonstrate the effectiveness of our method, we compare it with two related methods, including Tetgen [39,40] and Netgen [41]. For the Netgen, we use all default parameters to generate tetrahedral meshes. For the Tetgen, the quality mesh option is set. In our method, the main parameter is the max depth of the octree subdivision. According to our experimental tests, the max depth of 6 always yields good results. Fig. 17 gives the tetrahedral mesh generation results of the armadillo surface mesh by using Tetgen and our method. The corresponding dihedral angle histograms of the generated meshes are shown in Fig. 18. Similarly Figs. 19, 21, 23 and 25 give the tetrahedral meshes of the dinosaur, dragon, molecule and teeth triangular meshes, generated by Netgen, Tetgen and our method, while Figs. 20, 22, 24 and 26 present the corresponding dihedral angle histograms. Fig. 27 gives
Fig. 15. Tetrahedral generation from the Stanford bunny model. (a) The original surface mesh; (b) The generated tetrahedral mesh and (c) The cut-view of the tetrahedral mesh. Note that the mesh is coarse in low curvature areas and dense in high curvature areas.

Fig. 16. Angle histograms of (a) the original Stanford bunny mesh, (b) the boundary surface mesh of the generated tetrahedral mesh, and (c) the histogram of the dihedral angle of the tetrahedral mesh.

Fig. 17. Tetrahedral mesh generation of the armadillo model. (a) The original surface mesh. (b) The tetrahedral mesh generated by Tetgen (44,084 vertices) and (c) By our method (31,855 vertices).

Fig. 18. Dihedral angle histograms of the tetrahedral meshes in Fig. 17(b) and (c), respectively. The corresponding angle bounds are given. From the figure, the dihedral angles of the mesh generated by our method are mainly distributed around 60° and 90°.

Additional testing examples. Due to the BCC technique used, the majority of the tetrahedra generated by our method have dihedral angles at 60° and 90°, corresponding to the two peaks in the angle histograms. Compared to those of Netgen and Tetgen, our histograms look less smooth. However, the smoothness of a histogram is not necessarily related to the quality of a mesh. For instance, a smooth histogram may have a great number of very small or large angles, while dihedral angles in an ideal mesh are expected to be uniform, resulting in a very sparse histogram.

To verify the robustness of our method, we have tested some more complex surface models with high genus (>1), which are common and useful for some real applications. Fig. 28 shows the
Fig. 19. Tetrahedral mesh generation of the dinosaur model. (a) The original surface mesh. (b) The tetrahedral mesh generated by Netgen (31,838 vertices), (c) By Tetgen (37,644 vertices) and (d) By our method (35,234 vertices).

Fig. 20. Dihedral angle histograms of the tetrahedral meshes in Fig. 19(b)–(d), respectively. Most of the dihedral angles of the meshes generated by Netgen and Tetgen are distributed around 60°, but the minimal dihedral angles are very small. Among these three methods, ours gives the highest angle quality in terms of minimal dihedral angles.

Fig. 21. Tetrahedral mesh generation of the dragon model. (a) The original surface mesh. (b) The tetrahedral mesh generated by Tetgen (184,880 vertices). (c) By our method (147,397 vertices). Due to a huge number of tetrahedra, we did not display the edges here. Otherwise, it would be too dark to see the mesh details.

Fig. 22. Dihedral angle histograms of the tetrahedral meshes in Fig. 21(b) and (c), respectively.

tetrahedral meshes from some complex surface models using our method, where Fig. 28(a) is the result from a molecule model (genus = 4); Fig. 28(b) is the mesh generation result of a heart surface model; Fig. 28(c) and (d) present results from two typical surface models (genus = 2, 3, respectively). Fig. 29 gives the corresponding dihedral angle histograms of those four models. From the histograms, our method still has good performance on those complex surface models.

In some applications, the exterior tetrahedral mesh between the surface mesh and an bounding box/sphere is needed for the simulation purpose. Fig. 30 shows such tetrahedral meshes of the aircraft, cow and TIM molecule mesh models generated by our method.

From the results, most of the dihedral angles of the meshes are distributed around 60° generated by Netgen and Tetgen, while those from our method are mainly distributed around 60° and 90°.
**Fig. 23.** Tetrahedral mesh generation of a molecule mesh. (a) The original surface mesh. (b) The tetrahedral mesh generated by Netgen (20,505 vertices). (c) By Tetgen (52,563 vertices). (d) By our method (22,187 vertices).

**Fig. 24.** Dihedral angle histograms of the tetrahedral meshes in Fig. 23(b)–(d), respectively.

**Fig. 25.** Tetrahedral mesh generation of the teeth model. (a) The original surface mesh. (b) The tetrahedral mesh generated by Netgen (38,426 vertices). (c) By Tetgen (56,530 vertices). (d) By our method (16,180 vertices).

**Fig. 26.** Dihedral angle histograms of the tetrahedral meshes in Fig. 25(b)–(d), respectively. Again, the angle quality of the mesh is higher by our method, compared with two other methods.

**Fig. 27.** Additional mesh generation results from the hand, horse and sculpture surface mesh models.
The minimal dihedral angles are quite small (even close to zero in some cases) from Netgen and Tetgen. By contrast, our method always produces tetrahedral meshes with larger minimal dihedral angles.

With our method, the boundary surface mesh of the generated tetrahedral mesh is different from the original surface mesh. To demonstrate the fidelity of the generated boundary surface mesh relative to the original mesh, the Hausdorff distance between the two meshes is calculated with the software tool called Metro [42]. Fig. 31 shows a detailed comparison of the Hausdorff distance results, where the horizontal axis is the absolute distance value between the boundary surface mesh and the original mesh, and the vertical axis is the corresponding histogram (in percentage) with respect to each distance value. From these histograms, the boundary surface mesh from Tetgen has the smallest error to the original surface mesh among three methods. Our method has almost the same result as Netgen. In general, the boundary mesh by our method has good fidelity to the original mesh.

Table 2 shows the computational times of the aforementioned models by Netgen, Tetgen and our method, where N/A means failure of mesh generation. From the result, our method is slower than Tetgen but faster than Netgen. For the big heart model containing 817,352 tetrahedra, our method takes less than 9 min. In addition, Tetgen and Netgen both fail to generate the tetrahedral
5. Conclusion and future work

In this paper, we propose a robust meshing algorithm for tetrahedral mesh generation from a surface mesh. Motivated by good characteristics of the BCC lattice, the cutting point snapping strategy and the optimal decomposition technique are performed over the BCC lattice to obtain the adaptive, quality-guaranteed tetrahedral meshes. The minimal dihedral angle could be more than $10^\circ$ if a uniform is generated on the boundary of the surface mesh. When adaptive meshes are required on the surface, our method is still capable of producing tetrahedral meshes with the minimal dihedral angle being guaranteed to be greater than or equal to $5.71^\circ$.

Compared with the two current popular methods, Tetgen and Netgen, our method is more robust and general. According to the experiments, Tetgen and Netgen typically require the input surface meshes have good quality. If the quality of the input mesh is poor, like self-intersection or non-manifold, the mesh generation often fail. With our approach, however, there is no quality requirement for the input surface mesh. The prices paid in our approach, however, is that the boundary mesh of the produced tetrahedral mesh is often geometrically an approximation of the original surface mesh. Our method is inappropriate if the input surface mesh is required to be precisely preserved in the output tetrahedral mesh.

Over two decades, it has been very challenging to generate tetrahedral meshes with guaranteed quality, while preserving sharp features. Similarly, our algorithm cannot preserve sharp edges or corners either. We also tried the dual contouring idea [43] to retain sharp features. While the sharp features are reconstructed better, the dihedral angles of the tetrahedral meshes near the features decrease to very small values. Therefore, in our future work, we would like to study how to generate a quality-guaranteed and feature-preserved tetrahedral mesh from a general surface mesh.

While the current paper is focused on two essential issues (i.e., minimal dihedral angles and mesh adaptivity) in one of the most commonly used mesh types (i.e., tetrahedral meshes), there are different ways to measure the quality of a tetrahedral mesh and different types of meshes (including parabolic tetrahedral meshes) used for numerical simulation. Re-designing the described approaches to address these additional issues would provide some new perspectives in volumetric mesh generation and numerical analysis.
Acknowledgments

The work described was supported in part by an NIH Award (Number R15HL103497) from the National Heart, Lung, and Blood Institute (NHBLI) and by a subcontract from the National Biomedical Computation Resource (NIH Award Number P41 RR08605). The content is solely the responsibility of the authors and does not necessarily represent the official views of the sponsors.

References

[5] Miller G, Talmor D, Facello M, Teng S. Control volume meshes and does not necessarily represent the official views of the
[6] Miller G, Talmor D, Facello M, Teng S. Control volume meshes and does not necessarily represent the official views of the